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Referat: 

This thesis addresses the development of a Research Agent Service (RAS) on the 

OLAS protocol by focusing on two foundational aspects: data storage and retrieval, and 

synchronization. Specifically, it explores efficient data structures for large-scale textual 

data and techniques for strong eventual consistency across replicated databases in 

decentralized and potentially byzantine environments. The work identifies SPFresh as a 

vector index for fast retrieval and updates, alongside a history-independent data struc-

ture, G+-trees, for maintaining globally consistent datasets. It formally defines G+-trees 

and provides an algorithm for inserting and updating tree items. Additionally, Gk-trees 

are introduced that mitigate performance degradation for maliciously crafted datasets. 

 

To ensure robust synchronization among self-sovereign Storage Agents, the thesis 

adapts Range-Based Set Reconciliation (RBSR) to be used with non-homomorphic 

hash functions, which reduce the storage requirements compared to RBSR with homo-

morphic hash functions. These theoretical contributions facilitate secure, memory-

efficient, and concurrent operations on search tree structures. The thesis also examines 

practical trade-offs such as node size in Merkle Search Trees, homomorphic versus 

non-homomorphic hashing. 

 

Beyond the theoretical work, it provides a practical implementation of a RAS deployed 

on the OLAS protocol. This implementation continuously screens prediction market 

questions as a source of research content, uses them as queries to retrieve URLs from 
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a search engine, collects data from websites, processes their vector embeddings, and 

stores the resulting data on IPFS. 

 

Future research directions include integrating an iterative deletion algorithm for G+-

trees, exploring sharding strategies among Storage Agents for efficient query routing, 

and investigating methods to validate the truthfulness of data to be stored by Storage 

Agents. By proposing data structures and synchronization mechanisms suitable for au-

tonomous Storage Agents with constrained resources, this thesis constitutes a founda-

tion for a scalable and decentralized Research Agent Service that handle large-scale 

textual data and provides insights that are applicable to broader applications in distrib-

uted systems and artificial intelligence. 
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1 Introduction 

Multi-Agent Systems (MAS) has been a topic of interest in the field of computer science 

research since more than three decades (Dastani & Sichman, 2024; Wooldridge, 2009; 

Bond & Gasser, 1988). With the launch of ChatGPT in 2022 and other Large Language 

Models (LLM) that followed, agents can now be equipped with powerful natural language 

and reasoning capabilities (c.f. Wei et al., 2024). This enables them not only to under-

stand and act upon natural language user requests, but also plan, divide and delegate 

tasks to other agents with reduced human intervention (c.f. Chugh et al., 2023, p. 157).  

Renown scholars and business leaders warn that artificial intelligence (AI) could lead to a 

“profound change in the history of life on Earth and should be planned for and managed 

with commensurate care and resources” (c.f. Bengio et al., 2023, n.p.). Owners of sys-

tems often keep their algorithms secret, whether due to proprietary concerns and ad-

vantages over competitors (c.f. Burrell, 2016, p. 3) or to conceal efforts to circumvent reg-

ulations, consumer manipulation or engage in algorithmic discrimination as Pasquale 

(2015) argues in his book “The Black Box Society: The Secret Algorithms that control 

Money and Information” (c.f. Pasquale, 2015, p. 2). 

In recent decades, emerging movements such as open-source software (OSS) develop-

ment and distributed ledger technologies such as blockchains have advanced alternative 

decentralized concepts for development and governance of large-scale computer systems 

(c.f. Nakamoto, 2008, p. 1; Free Software Foundation, 2007; Krogh & Hippel, 2003, 

p. 1149). One example of such a concept is a Decentralized Autonomous Organization 

(DAO), which is a virtual entity composed of interconnected self-executing and self-

enforcing pieces of code (smart contracts) implementing arbitrary rules that control digital 

assets, such as a cryptocurrency (c.f. Ethereum.org, 2024, n.p.; Szabo, 1994, n.p.). A 

DAO is owned and governed in a decentralized manner by its members (c.f. Ethere-

um.org, 2024; Bellavitis et al., 2023, p. 187; Hassan & Filippi, 2021). 

The Olas DAO, formerly known as Autonolas DAO, embraces the challenges of decentral-

izing AI by providing an alternative development and agent operation ecosystem to those 

of centralized companies. The DAO governs an open source and permissionless devel-

opment and economic infrastructure for developing autonomous agents and operating 

these within agent services and MAS, called agent economies. While Agent Services are 

permissioned and decentrally operated by registered agents, agent economies are MAS 

that can theoretically consist of arbitrarily many agent services and individually operated 

self-sovereign agents (Autonolas DAO & Valory AG, 2023). An incentive mechanism 

based on staking incentivizes agent operators who deposit a stake in form of a cryptocur-

rency into a smart contract. These operators are rewarded when their agents successfully 
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perform tasks and meet the Key Performance Indicators (KPIs) defined in the smart con-

tract deployed on a blockchain. This incentive mechanism for agent operation is called 

Proof of Active Agent (PoAA) (c.f. Moscatiello et al., n.d., p. 20). 

The Olas infrastructure provides an Agent Communication Network (ACN) (Rahmani et 

al., 2021), based on a Distributed Hash Table (DHT). This network allows agents to find 

each other’s IP addresses by their blockchain addresses registered in the staking con-

tract. The ACN implements a bilateral, message-based interaction model. While it does 

not include message broadcasting or flooding as built-in features, where individual mes-

sages are disseminated across the entire network, pairwise communication between 

agents can be established at any time (c.f. Rahmani et al., 2021, p. 1044).  

1.1 Motivation 

An existing agent economy on Olas utilizing PoAA is Olas Predict, which facilitates predic-

tions of future events. This economy enables agents to place bets on the outcomes of a 

prediction market and earn rewards for correct answers (cf. Autonolas DAO, 2024c, n.p.; 

Wang et al., 2018, p. 1292). The economy consists of self-sovereign trader agents placing 

bets and a prediction agent service–requested by trader agents–, known as Mech lever-

aging LLMs to estimate outcome probabilities (cf. Autonolas DAO, 2024c, n.p.).  

Relying solely on LLMs excludes latest information from the search results, as their factual 

knowledge is constrained by the training data, which may be outdated by several months 

(c.f. OpenAI, 2024b). Retrieval-Augmented Generation (RAG) can mitigate this effect by 

combining the parametric knowledge of LLMs with real-time information retrieval from ex-

ternal sources (c.f. Lewis et al., 2020, p. 9459).  

The existing Olas Predict setup comes with significant computational redundancy, as the 

Mech employs RAG for prediction requests on-demand. Each time a trader agent re-

quests a prediction, the Mech repeats the research process, although similar requests 

might have been previously researched already. Additionally, the research part is encap-

sulated into Olas Predict and is not accessible to other agents to be used in different con-

texts without also triggering a prediction (cf. Valory AG, 2024, n.p.).  

Using web data to augment LLM inference is a highly relevant topic. In October 2024, 

OpenAI released ChatGPT search, a plugin integrated into the ChatGPT user interface. 

When enabled it searches the web to enhance the quality of its answers (c.f. OpenAI, 

2024a, n.p.). The decentralized Olas infrastructure for agent operation, combined with the 

staking mechanism hold significant potential for automating and decentralizing web infor-

mation retrieval for RAG. 

It is proposed to decouple the research task from the prediction task and assign it to a 

dedicated agent economy. This enhances Olas’ composability and makes research ac-

cessible to other agents in Olas outside the Olas Predict context. It also makes it possible 
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to flexibly design agent services and PoAA setups for different parts of the research pro-

cess. This is especially important for large scale online search, since current systems can 

produce vast amounts of data in petabyte scale every day (c.f. Xu et al., 2023, pp. 545–

546).  

A decentralized and modular agent economy could distribute tasks such as data collec-

tion, validation and storage each conducted by dedicated agent setups. Such a setup as 

the potential for large-scale online search, reducing the spread of false information and 

fake news by LLMs when requested for RAG. 

1.2 Problem Statement and Goal Definition 

To handle large-scale online data and requests, highly efficient data structures are need-

ed that store web data optimized for millisecond retrieval time and concurrent access (Xu 

et al., 2023; Singh et al., 2021). For decentralized permissionless setups data consistency 

across replicated datasets and efficient synchronization between agents poses a chal-

lenge, as malicious actors could craft faulty or send contradictory data to different agents 

resulting in inconsistent and faulty datasets. 

While the Olas protocol provides an agent service setup with an integrated consensus 

protocol that allows multiple agents to coordinate tasks, it is unsuitable for large scale de-

centralized research agent economies. The service must terminate whenever agents join 

or leave, causing significant availability issues for search requests (c.f. Autonolas DAO & 

Valory AG, 2023, pp. 26–29). Moreover, it is unsuitable for the low-latency requirements in 

online search scenarios. It would induce significant communication effort if the majority of 

agents must reach consensus on highly volatile online data before storing it.  

The PoAA setup on the other hand is designed for permissionless staking allowing agents 

to join and leave without affecting the operations of other staked agents (c.f. Valory, 2024, 

n.p.). However, these self-sovereign agents are operated by individual operators outside 

the context an agent service. Thus, there is no designated consensus protocol (c.f. Mos-

catiello et al., n.d., p. 22).  

By utilizing the ACN within a Storage Agent PoAA setup allows agents to pairwise syn-

chronize data facilitating the maintenance of an eventually consistent replicated database. 

When data collection and verification tasks are outsourced to other agent setups, Storage 

Agents can focus on efficient storage, retrieval and synchronization.  

While Olas refers to such a modular setup as ‘agent economy’, for external agents submit-

ting requests and receiving search results from Storage Agents, it functions like a service 

that is being requested. Hence, the term Research Agent Service (RAS) is used through-

out the remainder of this thesis. 
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The primary goal for this thesis is to support the development of a RAS by addressing two 

integral components of Storage Agents: data storage and retrieval, and synchronization. 

This is the theoretical foundation of the thesis, facilitating the implementation of an even-

tually consistent, large-scale, replicated database for Storage Agents within a RAS. These 

agents must deliver relevant web content stored in the database in response to natural 

language queries to facilitate Retrieval Augmented Generation (RAG).  

To achieve this, the thesis identifies and theoretically adapts existing data structures and 

algorithms that support high-performance retrieval and updates on large-scale textual da-

ta, as well as efficient and secure data synchronization across Storage Agents. Since in-

dividual agent operators may operate agents on a single machine with limited resources, 

memory efficiency as well as efficient data operations and synchronization are important 

factors to consider.  

Although the practical implementation of a Storage Agent is beyond the scope of this the-

sis, a basic RAS setup has been implemented, consisting of a single agent focused on 

data collection from websites. This implementation complements the role of a Storage 

Agent and represents the first step toward a modular RAS, where a Storage Agent could 

be added in the future. 

For the theoretical part of the thesis several assumptions are made: First, it is assumed 

that any Storage Agent can receive data from any other agent within the agent economy. 

The data to be stored consist of validated chunks of characters, which are segments of 

text that appear exactly as they do on a real website. Storage Agents have a method to 

efficiently verify whether the data they receive has been validated. Additionally, a Storage 

Agent may have a local timer that allows it to estimate the time of certain processes. 

Furthermore, it is assumed that some Storage Agents show byzantine behaviour, which 

means that they can deviate from the specified communication protocol in arbitrary ways, 

e.g. through unavailability or malicious actions. In contrast, non-byzantine agents that fol-

low the protocol as intended, are referred to as honest or correct. It is assumed that Stor-

age Agents use the ACN to find each other and establish bilateral connections. Finally, it 

is assumed that newly verified data will reach at least one honest Storage Agent. 

1.3 Thesis Organization 

This thesis builds on the specific goals and assumptions outlined in the previous section 

but, beyond those already described, does not cover the details of the Olas protocol and 

related concepts, such as the Proof of Active Agent staking, the incentivization of Storage 

Agents, or their associated KPIs. While these aspects are relevant to the broader ecosys-

tem, they are outside the primary focus of this thesis, which is to address the key chal-

lenges of data storage, retrieval, and synchronization for Storage Agents as part of a larg-

er RAS on Olas. 
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Chapter 2 provides an overview of the state-of-the-art data structures used for the efficient 

storage, retrieval, and synchronization of large-scale textual data. Additionally, require-

ments for data structures that enable consistency of replicated datasets and associated 

efficient synchronization techniques are examined. Chapter 3 analyses the key findings 

from the literature review in relation to the thesis goals and identifies limitations of current 

data structures and synchronization techniques. Based on this, it defines the objectives for 

adapting these technologies to meet the goals defined for Storage Agent data structures 

in Section 1.2. Chapter 4 constitutes the main theoretical contribution of this thesis. It pro-

vides adaptations and solutions for data storage, retrieval, and synchronization for Stor-

age Agents, while addressing the challenges identified in the previous chapter. Chapter 5 

briefly describes the implementation of the basic RAS setup, consisting of a single agent 

for data collection. The implementation serves as the first module of a modular RAS and 

provides a basis for future extensions. Finally, Chapter 6 concludes the thesis by summa-

rizing its contributions and discussing their significance as well as limitations and direc-

tions for future research and development. 
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2 Literature Review 

This chapter examines the state-of-the-art data structures for the efficient storage, retriev-

al, and synchronization of large-scale textual data. It also analyses requirements for data 

structures enabling consistency among replicated datasets and explores efficient syn-

chronization techniques. Since memory-efficiency of Storage Agents is a requirement, the 

chapter emphasizes data structures that can utilize secondary storage effectively. 

2.1 Storage and Retrieval Data Structures 

This section examines data structures that enable efficient storage and retrieval of text 

chunks from large-scale datasets such as encountered in online search scenarios. Finding 

relevant sections in a large document collection requires dividing the content into concise, 

manageable text chunks that can contain meaningful information. These chunks must be 

represented and organized efficiently in order to retrieve the most relevant pieces for a 

specific search query without iterating through the entire dataset. 

2.1.1 Vector embeddings 

Extracting relevant text chunks from a large number of documents with respect to a 

search query has been of great scientific interest since decades. While early approaches 

such were based on matching terms in documents and queries (Ramos & Juan, 2003; 

Robertson & Walker, 1994), current state-of-the-art methods leverage Neural Networks to 

encode texts and queries into dense vector representations called text embeddings or 

vector embeddings that capture their semantic meaning (Karpukhin et al., 2020). 

Vector embeddings numerically encode the semantic meaning of a text making it possible 

to determine the semantic similarity between texts through mathematical operations on 

their vector representations. The closer a text vector is located to a query vector in the 

vector space the higher is the semantic relevance of the corresponding text to the given 

search query (c.f. Karpukhin et al., 2020, p. 6771). Hence, finding the k most relevant 

items to a search query can be done by distance calculations in Euclidian space between 

text vectors and the query vector and selecting the top-k texts with the closest distance. 

Vector embeddings especially excel on real world data and outperform term-matching 

methods where texts might be semantically similar, but do contain any of the words in the 

query (c.f. Neelakantan et al., 2022, p. 5; Karpukhin et al., 2020, p. 6775). Systems that 

aim to answer open-domain questions on a document set containing billions of items can 
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embed and store its entries in advance to reduce redundant embedding generations and 

save computational costs at query time (c.f. Neelakantan et al., 2022, n.p.). 

2.1.2 K-Nearest Neighbor Search 

Due to their potential for complex semantic analysis high dimensional vector embeddings 

has become the standard for textual representation in many important online services 

such as search (c.f. Qianxi Zhang et al., 2023, p. 377; Chen et al., 2021). The practice of 

finding the closest k vectors to a query vector is known as K-nearest neighbor (kNN) 

search (K. Fukunaga & P. Narendra, 1975). Due to the huge amount of online data that 

systems need to manage, in recent years research focused on optimizing kNN search on 

billion-size datasets (Chen et al., 2021; Y. A. Malkov & Yashunin, 2020; Subramanya et 

al., 2019). Since algorithms for exact kNN search require substantial computation cost 

and have a high query latency (c.f. Yianilos, 1993, p. 318), approximate nearest neighbor 

search (ANNS) has become the method of choice (c.f. Qianxi Zhang et al., 2023, p. 377). 

It has been shown that ANNS algorithms efficiently retrieve sufficiently good k-nearest 

neighbors in practice as they are efficient in determining when it is unlikely to find closer 

target vectors than the k it has already identified at a certain point (c.f. Qianxi Zhang et al., 

2023, p. 377).  

State-of-the-art algorithms run on modern CPUs manage to retrieve 90% out of the true 

10-nearest neighbors with a latency of around 1ms from a billion-size dataset (c.f. Chen et 

al., 2021, p. 7). These algorithms require an indexing data structure that organizes the 

precomputed vector embeddings to facilitate efficient vector access (Chen et al., 2021; Y. 

A. Malkov & Yashunin, 2020). Without such an index the search algorithm had to run over 

each element in the database which would be infeasible for a billion-scale dataset. 

A vector index can be seen as a logical graph where each vertex represents a vector and 

an edge between two vertices indicate the corresponding vectors are close in distance 

(c.f. Xu et al., 2023, p. 547). Vector indices can be clustered into two categories, fine-

grained graph-based vector indices and coarse-grained cluster-based vector indices (c.f. 

Xu et al., 2023, p. 547) which is referred to in the following as graph-based and cluster-

based indices, respectively. Both are explained in subsequent sections and state-of-the-

art representatives of each category detailed. 

2.1.3 Graph-Based Vector Indices 

In graph-based vector indices an edge exists between two vertices if their corresponding 

vectors are close in distance (c.f. Xu et al., 2023, p. 547). Algorithms used with this index 

structure traverse the graph by comparing the neighboring vertices and selecting the next 

edge to reduce the distance to the query vector (c.f. Xu et al., 2023, p. 547). Variations of 

fine-grained graphs include neighborhood graphs and space-partition-trees (c.f. Xu et al., 

2023, p. 547). Both are briefly explained in this section along with a more detailed exami-
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nation of the HNSW algorithm (Y. A. Malkov & Yashunin, 2020), which based on neigh-

borhood graphs and maintains a widely adopted state-of-the-art index in the fine-grained 

graph-based category. 

2.1.3.1 Space-Partitioning trees 

Vector indices based on space-partitioning-trees use tree-like structures to hierarchically 

partition the search space at each tree node to create a large number of regions with re-

spect to the leaf layer. At each tree node it is evaluated in which partition the query vector 

resides and traversal continues to the corresponding descendent (i.e. child node). When 

reaching the leaf layer only the distances to the closest vectors in the leaf nodes are cal-

culated and from these the kNN are selected (c.f. Babenko & Lempitsky, 2017, p. 6316). 

Space partitioning trees achieve state-of-the-art performance in settings with medium-

scale (c.f. Babenko & Lempitsky, 2017, p. 6316). 

2.1.3.2 Neighborhood Graphs 

Neighborhood graph based indices organize all vectors in a neighborhood graph, where 

each vector is connected to its nearest neighbors (c.f. Xu et al., 2023, p. 547). Variations 

can also include connections to more distant vectors or hierarchies of neighborhood 

graphs to skip nodes during search and improve performance (Y. A. Malkov & Yashunin, 

2020; Y. Malkov et al., 2014). A widely adopted and one of the most efficient and perfor-

mant graph-based indexing structures for billion-scale data is the HNSW index (Y. A. 

Malkov & Yashunin, 2020), detailed in the following section. 

2.1.3.3 Hierarchical Navigable Small World  

The Hierarchical Navigable Small World (HNSW) algorithm creates and maintains a con-

nected multilayer graph index of neighborhood subgraphs. Each layer contains a subset 

of the vectors in the dataset, where the lowest layer is the improper subset of the entire 

dataset containing all vectors assigned with level number 0. The algorithm uses a geomet-

ric distribution function with exponentially decreasing probability to assign each vector a 

level number which defines the highest layer a vector can belong to. The vector is then 

inserted in the assigned maximum layer and all levels below. Thus, starting from layer 0 

the number of vectors decrease exponentially with increasing level numbers. To obtain a 

connected graph across all layers, vertices of identical vectors between consecutive lay-

ers are connected by an edge (c.f. Y. A. Malkov & Yashunin, 2020, pp. 825–827).  

The kNN search starts at the top layer, where the algorithm finds the closest vector to the 

search vector. When the element is found it uses this vector as the entry point to the layer 

below. From there a list of the so far found k-nearest neighbors is updated with each step. 

Each layer is searched by exploring the neighborhood of the vectors in the list continuing 

with the closest non-evaluated vector. Due to the randomization in maximum layer as-

signment, each layer augments the neighborhood graph in its layer below with long-range 

connections. This allows for long-range hops to the target region in early search stage and 
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smaller-range hops in close proximity to the search vector (c.f. Y. A. Malkov & Yashunin, 

2020, pp. 827–828). 

When the index is updated, edges in the neighborhood of the point are rearranged to bal-

ance the number of connections per vector and maintain index performance (c.f. Xiao et 

al., 2024, p. 3). However, its performance degrades over time when updated frequently. 

For example deleting points can lead to unreachable points in the points neighborhood 

(c.f. Xiao et al., 2024, p. 1). Recent research suggests techniques to maintain high index 

performance for fresh updates by creating a second index containing these points and 

searching both on search requests (c.f. Xiao et al., 2024, p. 4). 

HNSW is designed to store the entire data in memory, which incurs a significant memory 

usage, though it achieves millisecond search time on modern CPUs (c.f. Y. A. Malkov & 

Yashunin, 2020, p. 833). 

2.1.4 Cluster-Based Vector Indices 

Cluster-based vector indices organize vectors that have a close distance to each other in 

clusters, where each cluster represents a fully connected graph. There are no edges be-

tween vectors across partitions. Therefore, cluster boundary vectors that are close in dis-

tance, but belong to different clusters, have no connection. Algorithms perform search on 

these indices by first identifying the relevant partitions through distance calculations with 

their centroid vectors and then performing kNN search on each candidate partition. Meth-

ods for this category include hash-based and quantization-based methods (c.f. Xu et al., 

2023, pp. 547–548). 

Both categories are described briefly in this section along with an overview of the k-means 

algorithm required for Product Quantization (PQ) and the Inverted File (IVF) Index, which 

is a performant and efficient data structure leveraging PQ. The section closes with a more 

detailed description of the SPANN index and its variations, which is a highly efficient and 

performant disk-based space partitioning index deployed into Microsoft Bing supporting 

vector search in hundreds of billions scale (c.f. Chen et al., 2021, p. 2). 

2.1.4.1 Locality-Sensitive Hashing 

Hash based methods use locality-sensitive hashing (Indyk & Motwani, 1998) to assign 

vectors to their cluster. Locality-sensitive hashing uses specific hash functions that have a 

higher probability of a hash collision for vectors close in distance (c.f. Indyk & Motwani, 

1998, p. 606). ANNS algorithms leverage this property to create clusters consisting of 

vectors with close distance. However, in large-scale vector search scenarios they cannot 

compete with state-of-the-art quantization-based methods (c.f. Yang et al., 2020, p. 2244). 
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2.1.4.2 K-means  

Quantization-based methods use Product Quantization (Jégou et al., 2011) to compress 

the vectors to a more memory efficient representation and use the k-means algorithm 

(Lloyd, 1982)  to cluster the compressed vectors. K-means assigns each vector to the 

cluster with the closest centroid, where each centroid represents the mean of all vectors 

within the corresponding cluster. After all vectors have been assigned, the new mean is 

calculated and the process repeats. After a few iterations the algorithm converges to a 

local minimum, where the mean does not change anymore when all vectors have been 

assigned (c.f. Lloyd, 1982, pp. 131–133). It has been shown that the k-means algorithm 

implicitly produces balanced clusters (c.f. Xiong et al., 2009, p. 319), though it provides no 

explicit guarantee that there are no clusters with little or no points (c.f. Banerjee & Ghosh, 

2006, p. 366). Optimized versions of the algorithm include refined techniques, such as 

selecting optimal starting points or recalculating centroids after each vector insertion 

(Gourgaris & Makris, 2015; MacQueen, 1967).  

2.1.4.3 Product Quantization 

For Product Quantization (PQ) each vector is split into sub-vectors of equal length. Each 

subvector is defined by its interval of indexes in the original vector and based on that as-

signed to its own quantization level. K-means is used as a quantizer and applied to each 

quantization level separately to map each subvector to one of the level’s centroids. The 

concatenation of the quantized values of a vector’s subvectors represents an approximate 

version of the original. The squared distances between the centroids associated with each 

quantizer are stored in a lookup table. Determining the distance between two quantized 

vectors includes looking up their subvectors distances in each quantization level and 

summing them. This is computationally highly efficient as the distances between centroids 

are already pre-computed (c.f. Jégou et al., 2011, pp. 119–120). 

While PQ-based ANNS significantly reduce the memory footprint, they suffer from re-

duced search accuracy due to the destructive compression technique (c.f. Chen et al., 

2021, p. 2). Moreover, for very large datasets such as in online search scenarios it can 

still pose a challenge to even fit all compressed data in memory (c.f. Muja & Lowe, 2014, 

p. 2236) 

2.1.4.4 Inverted File Index 

To avoid exhaustive search PQ can be combined with an Inverted File (IVF) index. In 

general, an IVF structure inverts the assignment representation between files and ele-

ments. For this, an additional coarse quantizer is applied to all the full vectors in the da-

taset. The IVF index is obtained by storing the vectors to be quantized in a posting list of 

vectors associated with a centroid instead of storing the centroids attached to a vector. 

For each centroid, the unique identifiers of the assigned vectors and their residuals are 

stored in a posting list. The residuals are calculated by subtracting the centroid vector 
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from the original vector, which is then quantized by PQ. To search the k-nearest neigh-

bors the complete query vector is first quantized to its nearest neighbors using the coarse 

quantizer to filter out irrelevant far distant vectors. Then the residuals of the query vector 

with respect to each of the nearest centroids are calculated and quantized the same way 

as the index vectors during the index building phase. This representation allows for effi-

cient distance calculations as detailled in section 2.1.4.3. The ANNS is significantly faster 

due to limiting the search to the vectors from the relevant posting lists (c.f. Jégou et al., 

2011, p. 123). 

Since IVF-based methods typically use PQ to reduce memory consumption, they inherit 

the same drawbacks that are associated with PQ. 

The indexing and search system SPANN (Chen et al., 2021) uses the inverted index 

structure and leverages disk storage instead of PQ to reduce memory usage. 

2.1.4.5 SPANN 

SPANN (Chen et al., 2021) is an IVF-based hybrid disk-memory index that partitions vec-

tors into posting lists. While the posting lists containing the full-precision vectors are 

stored on-disk, their centroids that have a pointer to the corresponding list on disk are 

stored in memory.  

Since disk reads have significantly higher latency than memory reads, on index creation 

SPANN partitions the data into a large number of balanced posting lists with bounded 

length so each partition can be loaded into memory with only a few disk accesses (c.f. 

Chen et al., 2021, p. 3). For initial partitioning the Fast Clustering with Flexible Balance 

Constraints (FCFC) (Liu et al., 2018) algorithm is used. FCFC is a modified version of k-

means, but it also takes the variance of cluster sizes into account. This is done by using 

an optimization function during cluster assignment that punishes cluster imbalance (c.f. 

Liu et al., 2018, pp. 744–746). 

FCFC in its original form is not feasible to efficiently create an index for billion-scale data 

with very large partition numbers, as it uses exhaustive search through the centroids to 

assign the vectors. To solve this problem, SPANN uses a hierarchical technique where 

FCFC is iteratively applied to cluster the vectors into a small number of k clusters in each 

iteration. In the first iteration the whole dataset is clustered into k coarse clusters, while in 

subsequent iterations each of the resulting clusters are clustered into k clusters until each 

cluster contains a predefined maximum number of vectors. This approach limits the num-

ber of potential centroids that must be considered during vector assignment, which reduc-

es the processing complexity significantly. After partitioning, the centroids are replaced by 

their nearest vectors in the posting list, to save computation effort at query time. The cen-

troids’ representative vectors are organized as a Space Partition Tree And Graph 

(SPTAG) (Chen et al., 2018) and stored in memory to quickly find the nearest centroids to 

a search vector. The leaves of the SPTAG form a neighborhood graph to enable accurate 
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partition search after initial tree traversal. This makes SPANN a hybrid cluster-graph-

based vector index (c.f. Chen et al., 2021, p. 4). 

Vectors at the boundaries of partitions are also assigned to other nearby centroids to 

make them accessible in more than one partition. This is especially relevant for search 

when query embeddings lie at partition boundaries and the nearest neighbors for a query 

vector are separated by partition boundaries (c.f. Chen et al., 2021, pp. 4–5). 

There is only one other open-source disk-based vector index DiskANN (Subramanya et 

al., 2019) that facilitates state-of-the-art performance on billion-scale datasets (c.f. Chen 

et al., 2021, p. 6). SPANN outperforms DiskANN in search accuracy, if latencies of 4ms or 

less are required and it is more than 2x faster on some billion-size datasets to reach 95 % 

recall on 1 and 10 kNN search with the same memory cost.  

While SPANN does not demonstrate as low search latency as in-memory indices such as 

HNSW, it outperforms state-of-the-art billion-scale in-memory indices on serving capacity 

when taking query latency and memory cost into account (c.f. Chen et al., 2021, p. 7).  

2.1.4.6 SPFresh 

SPANN requires periodical rebuilds to maintain a high index quality as new vectors in-

crease the size of posting lists, leading to higher search latency. Additionally, new data 

may not align with the initial vector distribution in the vector space at index creation. Since 

posting list centroids are fixed they no longer reflect the new overall data distribution, 

which declines recall (c.f. Xu et al., 2023, p. 549). 

SPFresh (Xu et al., 2023) is an extended version of SPANN that allows fresh updates, 

while maintaining high search latency and accuracy. It implements a block controller that 

operates directly on SSD interfaces, which enables highly efficient disk utilization. limits 

the length of posting lists and and splits or merges them when its length exceeds an upper 

or falls below a lower threshold, respectively. When a posting list is split, its centroid is 

deleted and two new are created based on the proximity of the corresponding vectors. 

Then, the vectors in neighboring posting lists are updated taking their distance to the new-

ly created centroids and to the centroids they are already connected to into account. In the 

case of a merge, the centroid of the posting list that is merged is deleted and its vectors 

are reassigned to neighboring posting lists based on their distances to the corresponding 

centroids. To ensure efficient updates, reassignment is done only to the coarse neighbor-

hood of the affected points. It would involve recomputing and comparing reorganized vec-

tors with the entire vector set to accurately reassign all affected vectors to the exact post-

ings they may belong to (c.f. Xu et al., 2023, pp. 549–553). 

SPFresh outperforms FreshDiskANN (Singh et al., 2021)–which is the variant of DiskANN 

that supports fresh updates–in search performance, update performance, accuracy and 

memory usage (c.f. Xu et al., 2023, p. 554). For a billion-size dataset, it manages to main-
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tain a constant search latency of under 7ms for 99.9% of the requests with 86% search 

accuracy and 74GB memory usage (c.f. Xu et al., 2023, p. 557). 

2.2 Preliminaries for Efficient Synchronization 

This section evaluates the supporting concepts and requirements that data structures 

must meet to facilitate efficient synchronization. It focusses on achieving consistency 

without requiring consensus or global coordination among network participants in a repli-

cated dataset. It considers methods that are applicable to the current implementation of 

the Agent Communication Network (ACN) (Rahmani et al., 2021), which supports only 

pairwise synchronization between agents without built-in support for message broadcast-

ing. 

First, the fundamental concept of strong eventual consistency (SEC) is covered constitut-

ing a key requirement for replicated Storage Agent datasets. Subsequent sections exam-

ine techniques on how to achieve and maintain this type of consistency. The role of Con-

flict-Free Replicated Data Types (CRDTs) in achieving SEC is assessed as well as key 

concepts underpinning these. Finally, traditional data structures efficient on secondary 

storage are discussed, whose properties are referred to in subsequent sections when dis-

cussing history-independent data structures for pairwise synchronization. 

2.2.1 Strong Eventual Consistency 

Eventual consistency (EC) is a form of consistency used in distributed systems. Shapiro et 

al. (2011b) provide a formal definition, which serves as the foundation for defining strong-

er forms of eventual consistency and deriving sufficient conditions for data types to 

achieve it. 

EC ensures that all replicas converge to the same state, provided that an update to a data 

item has been applied to one replica and no further updates are made to it. It requires 

eventual delivery, convergence and termination. Eventual delivery means that an update 

that was applied to the dataset of one replica will eventually be applied to all replicas. 

Convergence ensures that all correct replicas, after applying the same updates, will even-

tually reach the same state and termination guarantees that all update operations at all 

correct replicas terminate. This implies that two replicas may temporarily be inconsistent, 

even if they have applied the same updates. To achieve consistency peers must resolve 

their conflicts afterwards (c.f. Shapiro et al., 2011b, p. 389). 

A stricter form of eventual consistency is referred to as strong eventual consistency 

(SEC). A dataset is strongly eventually consistent if it satisfies eventual consistency and 

satisfies strong convergence. Strong convergence ensures that correct replicas that have 

applied the same updates to their database have the same state. Therefore, no conflict 

resolution is necessary afterwards (c.f. Shapiro et al., 2011b, p. 389).  
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Therefore, if SEC is satisfied, the overall replicated dataset is consistent when all peers 

have applied the same updates to their datasets independent of the order. This is a de-

sired property for the Storage Agent. Data types to achieve strong convergence are exam-

ined in subsequent sections. 

2.2.2 Conflict-Free Replicated Data Types 

Shapiro et al. (2011b) introduced Conflict-Free Replicated Data Types (CRDTs), which 

provide a sufficient condition to achieve SEC. They define state-based and operation-

based CRDTs, both of which are explained in the following sections. 

2.2.2.1 State-Based Convergent Replicated Data Type (CvRDT)  

CvRDTs (Shapiro et al., 2011b) define sufficient conditions for the states of replicated 

objects and merge methods to ensure strong convergence. They require that a replica’s 

state evolves monotonically increasing, meaning that updates can only expand or refine 

the existing state, without reverting to a previous state. This is used to guarantee that up-

dates do not conflict across replicas and the system can always reach a consistent state. 

Intuitively, each dataset transitions through a sequence of states, where state changes 

are triggered by update or merge operations. To ensure that merges converge without 

conflicts, the authors use the mathematical concept of a join semilattice to formally define 

deterministic conflict resolution strategies for concurrent updates. As Shapiro et al. 

(2011b) describe, a join semilattice is a set 𝑆 with a partial order ≤ on its elements, where 

a least upper bound (LUB) ⊔ can be computed for all element pairs. In 𝑆 some elements 

may be comparable, but it is not guaranteed that all elements are comparable. The LUB of 

two elements {𝑥, 𝑦} is the smallest element in 𝑆 that is greater than or equal to both com-

pared elements. The LUB satisfies the following properties: 

1. Commutativity: The Element order does not affect the result (𝑎 ⊔ 𝑏 = 𝑏 ⊔ 𝑎) 

2. Associativity: The grouping of elements does not affect the result ((𝑎 ⊔ 𝑏) ⊔

𝑐 = 𝑎 ⊔ (𝑏 ⊔ 𝑐)) 

3. Idempotency: The LUB of two identical items is the item (𝑎 ⊔ 𝑎 = 𝑎) 

The authors prove SEC under the assumption of eventual delivery and termination. To 

achieve SEC on a replicated object, the set 𝑆 of all possible states must be a join semilat-

tice with a partial order ≤. This ensures that the unique LUB can be identified for any two 

replica states, even if not all states are not directly comparable. Additionally, when two 

states 𝑠, 𝑠′ ∈ 𝑆 are merged, the result must be the LUB, i.e. 𝑠 ⊔ 𝑠′ = 𝑠′ ⊔ 𝑠, which is the 

smallest state in 𝑆 that is greater than or equal to both states. This guarantees that even if 

two replicas updated their state concurrently, they can merge their respective new states 

without conflicts, achieving the LUB. Any update that a replica applies to its dataset locally 

must guarantee that the new state is greater than or equal to the previous state, according 

to ≤ (c.f. Shapiro et al., 2011b, pp. 388–390). 
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2.2.2.2 Op-Based Commutative Replicated Data Type (CmRDT) 

A CmRDT (Shapiro et al., 2011b) is defined over the operations on replicated objects. 

Update operations are disseminated between replicas and each replica individually deliv-

ers the update, when a specified precondition is satisfied. When all concurrent updates 

are commutative and preconditions are satisfied by causal delivery, a CmRDT ensures 

SEC.  

An update is split into a prepare-update and an effect-update. The prepare-update is only 

executed at the source replica where the update originates from. It prepares and defines 

preconditions that must be satisfied for an effect-update to be executed by any other repli-

ca. At the source replica the effect-update is immediately executed after prepare-update 

finishes. The effect-update is then sent to other replicas, who execute it, when its precon-

ditions are satisfied (c.f. Shapiro et al., 2011b, pp. 390–391).   

Replica states are numbered sequentially. Every time an effect-update is executed at a 

replica, its state changes and the state number is incremented. Shapiro et al. (2011b) de-

fine a replica’s causal history for CmRDTs as the union of all method executions at that 

replica. Moreover, they say an update is delivered at a replica if it is included in its causal 

history, i.e. the new state reflects the update. The relationship of updates within the causal 

history are described as follows: Update 𝑢1 happened before update 𝑢2, iff 𝑢1 has been 

delivered when 𝑢2 executes. The happened before relationship can be written as 𝑢1 ⟶ 𝑢2 

(c.f. Shapiro et al., 2011b, pp. 390–391). 

A CmRDT has no merge operation, so conflict-freedom across all replicas must be solely 

ensured by the update’s preconditions. If the precondition 𝑃 for update 𝑢 is satisfied at 

replica 𝑝, then 𝑝 can safely deliver the update, otherwise the delivery is delayed until 𝑃 is 

satisfied. To guarantee updates do not conflict with each other it is required that all con-

current updates commute. This means that if the preconditions of two updates are satis-

fied at any state, the order of delivery does not affect the resulting state. Additionally, the 

delivery of one update must not invalidate the precondition of the other update (c.f. 

Shapiro et al., 2011b, pp. 390–391).  

CmRDTs are defined for datasets where causal delivery (Cachin et al., 2011) is sufficient 

to satisfy the precondition of any update. Causal delivery ensures that updates are deliv-

ered at replicas consistent with their causal relationships (causal order), which is reflected 

by the happened-before relation, i.e. if update 𝑢1 happened before 𝑢2 it may have poten-

tially caused update 𝑢2. Then, 𝑢1 must be delivered at a replica 𝑝, before 𝑢2 can be deliv-

ered at 𝑝 (c.f. Cachin et al., 2011, p. 103). Shapiro et al. (2011b) prove that under the as-

sumption of causal delivery and method termination, SEC is guaranteed when all concur-

rent updates commute and the delivery precondition is satisfied by causal delivery (c.f. 

Shapiro et al., 2011b, pp. 390–391). 
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Since CmRDTs require causal delivery, it can happen that replicas must buffer updates 

until their preconditions are fulfilled before they can deliver them. When messages are 

delayed, this can lead to large numbers of updates in the buffer waiting to be delivered, 

especially in cases where updates have a high frequency such as in online search scenar-

ios. Since the Agent Communication Network (ACN) only supports bilateral agent com-

munication and there exist no dedicated connected network between Storage Agents that 

supports immediate dissemination of single updates, CmRDTs are considered unsuitable 

for Storage Agents. 

Conversely, CvRDTs have no precondition that must be fulfilled and therefore reach im-

mediate consistency between two datasets after merging them. Therefore, subsequent 

chapters will focus on data structures that facilitate the use of CvRDTs.  

CRDTs assume non-byzantine processes (c.f. Shapiro et al., 2011b, p. 387). Therefore, 

the following literature analysis concentrates identifying solutions that provide robust 

strategies to mitigate the effects of Byzantine behaviour, where applicable. 

2.2.3 Key Concepts Underpinning CvRDTs 

CvRDTs require that replicas merge the state of other replicas to achieve SEC. This sec-

tion examines two key concepts that facilitate SEC with CvRDTs: epidemic-dissemination 

and history-independence. 

2.2.3.1 Epidemic Dissemination via Set Reconciliation 

Demers et al. (1987) show that delivering every update to every correct replica eventually 

via bilateral connections can be achieved by set reconciliation (or anti-entropy) and epi-

demic dissemination strategies. Furthermore, epidemic algorithms enable dissemination 

of updates to a collection of distributed nodes (population) using pairwise synchronization 

of their states in 𝑂(log(𝑛)) time, where n is the population size. It requires that every node 

can establish a pairwise connection with every other node in the population, provided they 

are online. Nodes continuously select other nodes at random and reconcile datasets. This 

results in an epidemic-like dissemination of updates where the expected time for an up-

date to reach every node is proportional to the logarithm of the population size (c.f. 

Demers et al., 1987, p. 3). 

2.2.3.2 History-Independence 

By definition, CvRDTs require a unique LUB for any two possible dataset states 𝑎, 𝑏. Addi-

tionally, the computation of the LUB must be commutative, associative and idempotent 

(c.f. Shapiro et al., 2011b, pp. 388–390). This implies that the LUB must only depend on 𝑎 

and 𝑏 and not the order of updates that resulted in 𝑎 and 𝑏, respectively. If this was the 

case, then there would be no unique LUB. Thus, the data structure representing the da-

taset must have a unique representation for each possible set of elements, which de-
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pends only on the elements it contains, not on the order of updates. This is denoted as 

history-independence (c.f. Farmer & Meyer, 2024, 2 Related Work). 

Large datasets are often represented in hierarchical structures splitting elements, which 

are sorted by unique key identifiers, into balanced partitions (Comer, 1979; Bayer & 

McCreight, 1970). Element keys further up in the hierarchy represent splitting points of the 

elements with lower hierarchy. This enables efficient search and other operations on spe-

cific elements that can be located quickly without iterating through a substantial part of the 

dataset first. To ensure that the hierarchical structure maintains its balance after insertions 

or deletions, some structures self-balance. Snyder (1977) showed that search, insert and 

delete operations in self-balancing, history-independent data structures containing 𝑛 ele-

ments cannot all achieve a faster time complexity than 𝑂(√𝑛). However, when balancing 

is done probabilistically by integrating a source of deterministic randomness, data struc-

tures can process these operations in 𝑂(log(𝑛)) with high probability (Farmer & Meyer, 

2024; Auvolat & Taiani, 2019).  

2.2.4 Traditional Data Structures Efficient on Secondary Storage 

B-trees (Bayer & McCreight, 1970) are hierarchical search data structures that are de-

signed to remain balanced and efficient on secondary storage (e.g. drives). Each node in 

a B-tree can store multiple keys within one node and references to child nodes. The keys 

in a node are sorted in ascending order. Each child node to the left of a key contains keys 

strictly smaller than the key, while child nodes to the right of a key but left of the next key 

contain keys strictly larger than the key and strictly less than the next key. This structure 

partitions the dataset, enabling efficient searches (c.f. Bayer & McCreight, 1970, pp. 110–

129). 

To maintain balance, a B-Tree enforces upper and lower limits on the number of keys per 

node. If a node exceeds its limit, it is split into two smaller nodes and the key at the split 

point is inserted in the parent node representing the split point for the two new nodes. 

When a node falls below the lower limit, it is either merged with a sibling or keys and child 

pointers are redistributed between neighboring nodes (c.f. Bayer & McCreight, 1970, 

pp. 110–129). 

The fixed limits defined for node sizes enable efficient utilization of secondary storage, 

when the dataset is too large to fit in memory. The node’s size limits can be set to exactly 

the size of blocks of data that can be read from disk within a single I/O operation. By min-

imizing the number of I/O operations, such data structures improve performance when 

working with large datasets, as semantically related data, in the form of adjacent keys, 

may be stored and retrieved together on disk (c.f. Bayer & McCreight, 1970, pp. 110–

129). 

However, B-trees show inefficiencies when keys must be processed sequentially. Travers-

ing a tree and extracting all keys may require stacking nodes along the path from the root 
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in memory to avoid reading them multiple times. Moreover, when the next key relative to 

the current must be accessed, it may require traversing several nodes first, before reach-

ing the desired key (c.f. Comer, 1979, p. 128). 

B+-trees (Comer, 1979), a variant of B-trees, have all keys stored in leaf nodes, which are 

linked. This allows for efficient sequential access of items stored in the tree. Replicas of 

keys can be stored in non-leaf layers, maintaining the balanced hierarchical tree structure 

and enabling also efficient random search (c.f. Comer, 1979, pp. 129–131). 

However, the self-balancing algorithms of both trees create structures depending on the 

order of insertions and deletions. When a node exceeds its size threshold, the split point is 

selected from the node’s keys. Thus, the structure is influenced by the insertion order and 

is not history-independent. However, their example of efficient disk utilization has been the 

subject of research in history-independent data structures for many years (c.f. Farmer & 

Meyer, 2024, Related Work). 

Most history-independent probabilistic data structures can only provide a probabilistic up-

per bound on node sizes (c.f. Farmer & Meyer, 2024, n.p.) making them not the ideal 

choice for large datasets that must draw on secondary storage. They often use an items 

hash as a source of deterministic randomness (or pseudo-randomness) to build a history-

independent data structure. 

2.3 Data Structures and Synchronization for CvRDTs 

This section examines data structures and synchronization techniques that facilitate the 

implementation of CvRDTs to maintain a replicated dataset that ensures SEC. It considers 

that Storage Agents can join the Proof of Active Agent (PoAA) setup by staking to the cor-

responding smart contract at any time. In this case they must synchronize the entire da-

taset. Therefore, data structures that allow efficient identification of set differences as well 

as those that allow efficient sequential data access for full synchronization are assessed.  

Additionally, the synchronization techniques analysed in this section provide a memory-

efficient and byzantine-tolerant design. 

The section starts by describing secure hash functions a widely used method to compress 

and uniquely represent data allowing for quick identification of differences. It is followed by 

an examination of G-Trees, a family of (pseudo-) randomized history-independent data 

structures that can provide fixed bounds on node sizes, therefore supporting efficient utili-

zation of secondary storage. Finally, two reconciliation algorithms and their associated 

data structures are assessed: Range-Based Set Reconciliation and Merkle Search Trees. 
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2.3.1 Secure Hash Functions 

A hash function takes an input of arbitrary finite bitlength and produces an output of fixed 

bitlength, referred to as a hash or digest (c.f. Barker, 2020, p. 55). Given an input and a 

hash function, the digest can be computed efficiently (c.f. Menezes et al., 1996, p. 322). 

Approved hash functions by the National Institute of Standards and Technology (NIST) 

are designed to satisfy preimage resistance and collision resistance. These properties 

ensure that is computationally infeasible to find an input mapping to any prespecified out-

put or to find any two distinct inputs mapping to the same output, respectively (c.f. Barker, 

2020, p. 55). The security strength of a hash function is estimated in bits, representing the 

number of 2𝑛 operations it takes to compromise the defined properties (c.f. Barker, 2020, 

p. 17). Hash functions that provide a security of 112 bits or more are considered as secure 

(c.f. Barker, 2020, p. 52). For Secure Hash Standard (SHA) hash functions, the security 

for preimage resistance is equal to the number of output bits, e.g. the SHA-256 having a 

256 bit output can provide 256-bit security on this property (c.f. Dang, 2012, pp. 7–8). 

Hash functions aim to uniformly distribute inputs across their output range, with the input 

serving as a deterministic source of randomness (c.f. Menezes et al., 1996, p. 369). 

2.3.2 Geometric Search Trees 

Farmer and Meyer (2024) introduce Geometric Search Trees (G-trees); a pseudo-

randomized and history-independent abstract search tree facilitating efficient operations 

on datasets. It is instantiated with a separate set data structure organizing items. This can 

be anything that stores item and enables search, insert and delete operations, e.g. a 

linked list or another tree structure. Leaving it open to developers what set data structure 

to use, is a key property of G-trees making them a powerful tool for improving the efficien-

cy of otherwise inefficient set data structures. For a G-Tree to be history-independent the 

chosen set data structure must be history-independent (c.f. Farmer & Meyer, 2024, 4 G-

Trees).  

G-trees use a geometric distribution to assign (pseudo-) random ranks to each item. The 

rank defines the layer that an item is stored in hierarchically partitioning other items in the 

tree. It is recursively instantiated with the chosen set data structure. The authors define a 

G-tree as an instance of this set data structure, storing the items of highest rank in a da-

taset 𝑆 in ascending order, referred to as G-node, paired with a single right subtree. Addi-

tionally, each item in the set data structure is paired with a left subtree, which is the G-

Tree of the items in 𝑆 whose key is strictly less than the item and strictly larger than its 

predecessor. The G-node’s right subtree is the G-tree containing the items whose key is 

strictly larger than the largest key in the node. To aid understanding of the concept of a G-

Tree, the set data structure is abstracted away in Figure 1, only showing the items con-

tained in a G-node. The items in the entire tree follow a total order sorted in ascending 

order from left to right where items in higher layers (with higher rank) determine node 

boundaries in lower layers (c.f. Farmer & Meyer, 2024, 4 G-Trees). 
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Ranks are random variables drawn from a geometric distribution, where the probability 

that an item’s rank 𝑋 is assigned the value 𝑘 ∈ ℕ+ is 𝑃(𝑋 = 𝑘) = 𝑝 ⋅ (1 − 𝑝)𝑘−1, with 0 <

𝑝 ≤ 1. The likelihood of observing larger 𝑘 (i.e. ranks) decreases exponentially with 𝑘. This 

is implemented by leveraging the properties of secure hash functions that uniformly map 

arbitrary inputs to fixed-length outputs (c.f. Auvolat & Taiani, 2019, n.p.). The number of 

trailing zeros in the binary representation of an items hash digest can be interpreted as 

successive failures of Bernoulli trials. Assigning ranks by that number, added by 1 (for the 

successful trial) represents a geometric distribution with 𝑝 =
1

2
. The success probability 

can be increased by counting the trailing 𝑙 successive all-zero groupings, resulting in a 

probability of 𝑝 = 1 −
1

2𝑙. The larger 𝑙 the higher the probability that an item is assigned a 

lower rank (c.f. Farmer & Meyer, 2024, 3.2 Pseudorandom Geometric Distributions).  

The authors show that using a probability of 𝑝 = 1 −
1

𝑘
 , with 𝑘 ∈  ℕ: 𝑘 ≥ 2 for a geometric 

distribution yields a perfectly balanced G-Tree with high probability, where the node size 

stays within a constant factor of 𝑘 and the tree height within a constant factor of log𝑘(𝑛) 

(c.f. Farmer & Meyer, 2024, 4.1 Analysis). They provide recursive algorithms that enable 

search, insert and delete in 𝑂(log(𝑛)) time with high probability (c.f. Farmer & Meyer, 

2024, Algorithms). 

 

Figure 1: Abstract G-tree 

Source: G-Trees Farmer and Meyer (2024, 4 G-Trees) 

2.3.2.1 Instantiation with k-lists 

To enable efficient utilization of secondary storage for large datasets, Farmer and Meyer 

(2024) introduce 𝑘-lists; a family of linked lists, where each list node can contain up to 𝑘 

items. While the abstract G-trees provide a probabilistic upper bound on G-node sizes, 

when instantiating them with a 𝑘-list allows the data within each G-node to be further parti-

tioned into fixed-size 𝑘-list nodes.  
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The fixed node length of 𝑘-lists make efficient implementations for secondary storage 

possible when 𝑘 is chosen in a way that 𝑘-list nodes fit the size of data blocks stored on 

disk. When the items in a 𝑘-list are sorted by their keys in ascending order and each item 

is stored as early as possible in the list, the resulting G-tree is a history-independent set 

data structure. Figure 2 shows a G-tree instantiated with a 2-list.(c.f. Farmer & Meyer, 

2024, 4.3 Novel G-Trees). 

 

Figure 2: G-tree instantiated with a 2-list 

Items of the same color correspond to the same G-nodes in Figure 1. White nodes represent 

single item nodes in the G-tree in Figure 1. Dashed lines represent links between nodes of a 2-

list. Source: Novel G-Trees Farmer and Meyer (2024, 4.3 Novel G-Trees). 

 

2.3.2.2 G+-Trees 

Farmer and Meyer (2024) introduce G+-trees (Figure 3) as a variant of G-trees that store 

all items in the leaf layer and have selected key duplicates in internal nodes to guide effi-

cient traversal. The leaf nodes in a G+-tree are linked enabling efficient sequential access. 

This concept is inspired from B+-Trees that are optimized for disk-based storage and se-

quential data access (Comer, 1979).  

The highest G+-tree layer an item’s replica is stored in is determined by its rank. Keys in 

lower layers are sorted to the right of their replicas in higher layers. Additionally, G+-trees 

have a dummy element as the first element in each layer maintaining a uniform tree truc-

ture ensuring an empty left subtree for the first element in each G+-node (c.f. Farmer & 

Meyer, 2024, Appendix B). 

G+-trees were introduced by Farmer and Meyer (2024) informally as an extension of G-

trees. They lack a formal definition. Additionally, the provided insert and delete algorithms 

for G-trees do not apply to G+-trees, where key replicas are stored in internal nodes, 

which must be considered in corresponding algorithms. 

2.3.3 Range-Based Set Reconciliation (RBSR) 

RBSR (Meyer, 2023) is a technique for computing the union of two sets over a network. It 

includes recursively partitioning the sets and comparing fingerprints of the partitions to 

identify differences. Meyer (2023) defines a communication protocol for RBSR and algo-

rithms to efficiently compute the fingerprint for an arbitrary finite item range.    
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2.3.3.1 Protocol 

In RBSR nodes exchange messages in communication rounds to reconcile their sets. 

Each message can consist of multiple parts, where each part is either a set of items 

stored by the sending node within a specific key range [𝑥, 𝑦) or a fingerprint representing 

the items within that range. Item keys are totally ordered, which means that all possible 

keys are comparable. The protocol assumes that the number of message parts per mes-

sage is bounded and that the ranges in each message part are disjoint and sequentially 

ordered. 

When a node receives a message, it processes each part according to its type. If it con-

tains a set of items, the node adds the received items to its local set. If a flag in the mes-

sage part is true the node identifies the items it holds locally within [𝑥, 𝑦) that are not part 

of the received set and adds them to the response.  

If a message part contains a fingerprint, the node first counts the number of items it stores 

within the range [𝑥, 𝑦). If the number is below a defined threshold, the node includes these 

items in its response. Otherwise, it computes the fingerprint of its local items within the 

range and compares it with the received fingerprint. If they match, the sets are considered 

equal, and nothing is added to the response. If the fingerprints do not match the node acts 

based on the number of local items in the range. If the count is below the threshold, the 

node includes the items in the response and flags the response to request the other node 

to send its items, excluding those already sent. This guarantees that the requested items 

are missing and can be reconciled efficiently. If the count exceeds the threshold, the node 

splits the range [𝑥, 𝑦) into smaller evenly distributed subranges. For each subrange, it 

computes the fingerprint of its local items and adds it to the response. If the item count 

within a subrange is below the threshold, the node includes the items themselves in the 

response instead of the fingerprint. After processing all message parts, the node sends 

the response only if it is not empty. 

The number of communication rounds is in 𝑂(log(𝑛)), where 𝑛 is the sum of the number 

of items held by each node. This is the case since each node splits ranges in each recur-

sion step into equal sizes and the number of communication rounds is approximately the 

number of times each node can recurse, before it reaches the range threshold. 

The space complexity for the entire synchronization session is in 𝑂(𝑛Δ), where 𝑛Δ is the 

size of the symmetric difference of the two datasets. This estimation represents the 

memory consumption for each node. It holds because communication rounds are done 

sequentially and in each round the number of message parts are at most 𝑛Δ, which repre-

sent the number of ranges that have unequal fingerprints (c.f. Meyer, 2023, pp. 61–62).  

2.3.3.2 Fingerprint Computation 

The author defines an algorithm that efficiently computes the fingerprint of an arbitrary 

range in 𝑂(log(𝑛)) time and 𝑂(1) space, where 𝑛 is the number of items in the node’s 
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local dataset. It is designed for a binary search tree 𝑡, where 𝑡 is either empty or it con-

tains a single key 𝑡. 𝑣 in its vertex and two subtrees, left 𝑡. 𝑙 and right 𝑡. 𝑟. The vertex key 

𝑡. 𝑣 must be strictly greater than the greatest key in 𝑡. 𝑙 and strictly smaller than the small-

est key in 𝑡. 𝑟, where 𝑡. 𝑙 and 𝑡. 𝑟 are also binary search trees (c.f. Meyer, 2023, pp. 63–

64). 

The algorithm traverses the tree and iteratively aggregates fingerprints of keys within a 

given range. Since the tree may have different shapes for the same set of keys, the fin-

gerprint function must be associative to ensure consistent results. However, commutativity 

is not required. Fingerprints represent the key order, and they can be computed efficiently 

for individual keys by applying the fingerprint function. 

It is required that each vertex stores a label representing the aggregated fingerprint of all 

items in its subtree. This is a key requirement for RBSR and responsible for the algo-

rithm’s efficiency. It enables the algorithm to read subtree labels for ranges instead of re-

calculating fingerprints for individual keys.  

For a range [𝑥, 𝑦), the algorithm identifies the initial vertex 𝑖𝑛𝑖𝑡, whose key is within the 

range. It aggregates fingerprints from 𝑖𝑛𝑖𝑡’s left subtree, right subtree, and the key itself 

respecting the key order. An accumulator variable stores aggregated fingerprints during 

left and right subtree traversal. At each vertex, if the key is within the range, its fingerprint 

is computed. Subtree labels for nodes entirely within the range are aggregated and added 

to the accumulator respecting the key order. The traversal continues to the remaining sub-

tree. 

Because the tree is a search tree with fingerprint labels aggregated in order, and the algo-

rithm aggregates keys and subtree labels in order, the result represents the range’s items 

accurately. Intuitively, the algorithm encapsulates range items by traversing boundaries 

within each tree layer and reading labels of subtrees that are fully inside the range while 

continuing traversal toward boundaries 𝑥 and 𝑦 (c.f. Meyer, 2023, pp. 62–65).  

This algorithm allows fingerprint computation on-demand for any range in 𝑂(log(𝑛𝑖)) time, 

where 𝑛𝑖 is the size of a node’s local dataset. However, if the node misses every second 

item from another set, then the recursion continues on all message parts. However, a sin-

gle message can contain 𝑂(𝑛Δ) message parts, where 𝑛Δ is the size of the symmetric 

differences of the sets. Therefore, the number of fingerprint computations per communica-

tion round is in 𝑂(𝑛Δ ⋅ log(𝑛𝑖)). 

Meyer (2023) proposed another algorithm that bounds the time complexity to 𝑂(𝑛) for this 

worst case scenario. The proposed algorithm computes the fingerprints of multiple ranges 

in sequence. It starts by traversing to the lower range item of the first message part range. 

From there it aggregates fingerprints the same way as in the first algorithm, but now by 

traversing up to the 𝑖𝑛𝑖𝑡 vertex and then down to the upper boundary of the range. The 

final vertex of the first range is the starting point from where the second range starts pro-
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cessing. This provides a time complexity for a single communication round of 

𝑂(min(𝑛, 𝑛Δ ⋅ log(𝑛))).  

2.3.3.3 Multiset Homomorphic Hash Functions 

Meyer (2023) proposes to use multiset homomorphic hash functions for fingerprint compu-

tation. These are functions that are associative. Two keys 𝑥 and 𝑦 can be hashed individ-

ually and the digests combined with an associative operation, e.g. addition modulo the 

hash interval size, depending on the hash function. The result is equal to the digest when 

hashing 𝑥 ∪ 𝑦 (c.f. Meyer, 2023, p. 68). This allows incremental hashing where a new 

hash value of a modified multiset can be computed in time proportional to the modification 

(c.f. Maitin-Shepard et al., 2016, p. 1). In the presence of adversarial actors, it is important 

that the hash function is secure. To achieve this, the digest of multiset homomorphic hash 

functions must be significantly larger than traditional hash functions to achieve equivalent 

security strength. Their digests are often multiple thousand bits long (c.f. Mihajloska et al., 

2016, p. 107), which is less space efficient than the 256 bit digests of traditional non-

incremental hash functions (c.f. Maitin-Shepard et al., 2016, p. 1). 

RBSR has an overall space complexity that is linear in the size of the symmetric differ-

ence of the two datasets. This is achieved using fingerprints for identifying set differences. 

Since it is only recursed on ranges with mismatching fingerprints, others are not further 

processed and do not require memory allocation. 

2.3.4 Merkle Search Trees 

Merkle Search Trees (MST) (Auvolat & Taiani, 2019) are balanced, history-independent 

data structures preserving key order in the tree. They maintain balance by (pseudo-) ran-

domly assigning keys to layers. Layer assignment is done by hashing an items key and 

counting the number of leading zeros in the hash digest, similar to G-trees. However, 

MSTs use different base representations of the digest to adjust the probability that a lead-

ing zero appears, e.g. the probability that a leading zero appears in a digest in hex repre-

sentation is 𝑞 =
1

16
.  

Interpreting this as a failure scenario in a Bernoulli trial, one can clearly see the similarity 

to the rank assignment in G-trees (Farmer & Meyer, 2024). Moreover, choosing a base 

representation which is a power of 2, highlights another similarity regarding the hash rep-

resentations 𝑞 =
1

24. Counting the number of leading zeros in a base 𝐵 representation 

where 𝐵 is a power of two is equivalent to counting the number of log2(𝐵) successive all-

zero groupings in binary representation (c.f. Farmer & Meyer, 2024, 3.2 Pseudorandom 

Geometric Distribution). 

An MST has each node labelled with a hash that is a unique representation of all items in 

its tree (where the node forms the root of the subtree). This is similar to the fingerprint 

label that is used in RBSR. However, since MSTs are history-independent, two sets con-
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taining the same items have the same MST structure. This means that the hash functions 

that are used in an MST do not have to be associative and can be non-homomorphic se-

cure hash functions, whose digest length is equal to their estimated bit-security level, such 

as the SHA-functions. Their fingerprint 

Set reconciliation is done similar to RBSR, except that the individual ranges do not have 

to be calculated on-demand as they are predetermined by the item ranges of the tree 

nodes. This is a result of using secure hash functions that are not associative. 
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3 Key Findings and Objectives 

This chapter builds on the insights gained from Chapter 2 and analyses the state-of-the-

art data structures and algorithms in relation to the thesis goals outlined in Section 1.2. It 

identifies suitable solutions for Storage Agents in the RAS and highlights areas, where 

current data structures cannot meet the defined goals. Finally, key objectives are defined 

for subsequent chapters. 

3.1 Large-Scale Approximate Nearest Neighbor Search 

Current methods for large-scale storage and retrieval of relevant textual data with respect 

to search queries leverage Approximate Nearest Neighbor Search ANNS (Xu et al., 2023; 

Chen et al., 2021; Singh et al., 2021; Y. A. Malkov & Yashunin, 2020; Subramanya et al., 

2019; Jégou et al., 2011). For this, text chunks are encoded as vector embeddings repre-

senting the semantic meaning of a text and stored in a vector index. Upon user request, 

the search query is embedded and the vectors in the index that have the closest distance 

to the query vector are retrieved representing the semantically most relevant items in the 

database related to the search query.  

State-of-the-art ANNS algorithms and their associated index data structures manage to 

retrieve 𝑘 relevant search results for a search query from billion-size datasets within a few 

milliseconds with high accuracy. While memory-based indices such as HNSW (Y. A. 

Malkov & Yashunin, 2020) or PQ-based Methods (Jégou et al., 2011) can demonstrate 

unprecedented search speeds on ANNS, they store either the full or a compressed repre-

sentation of each vector in memory to achieve this performance. For large-scale datasets 

even compressed vectors can exceed memory limits if the entire data set is stored in 

memory (c.f. Muja & Lowe, 2014, p. 2236). Solutions relying on hashing (Indyk & Motwani, 

1998) and tree-based partitioning (Babenko & Lempitsky, 2017) alone cannot compete 

with other indexing structures in large-scale online search scenarios.  

Disk-based indexing methods demonstrate an efficient alternative to in-memory solutions. 

There are two approaches for billion-scale datasets that implement the disk-based ap-

proach effectively reducing memory consumption: the hybrid cluster-graph-based index 

SPANN (Chen et al., 2021) and the graph-based index DiskANN (Subramanya et al., 

2019). SPANN significantly outperforms DiskANN in search accuracy for lower search 

latencies when memory capacity for both index algorithms is fixed. Its performance excels 

when taking query latency and memory cost into account outperforming even in-memory 

indices such as HNSW in serving capacity. 
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SPANN clusters close-by vectors into balanced small-sized posting lists using the Fast 

Clustering with Flexible Balance Constraints (FCFC) clustering technique (Liu et al., 2018) 

and stores them on disk. By using FCFC, it effectively mitigates the existence of clusters 

containing no vectors, which may happen when using traditional k-means clustering 

(Lloyd, 1982) which many cluster-based indices use (c.f. Banerjee & Ghosh, 2006, 

p. 366). To facilitate efficient search and high recall, the centroid vectors of each posting 

list form a neighborhood graph. Additionally, vectors located at posting boundaries are 

replicated across nearby postings. To further enhance performance, SPANN organizes a 

graph-based memory index SPTAG (Chen et al., 2018) for those centroids to quickly iden-

tify relevant clusters for a search query. 

Since index updates are often a key requirement for large-scale online data, the SPFresh 

extension addresses performance degradation that occurs when SPANN is frequently 

updated. It employs an algorithm that reassigns vectors whenever posting sizes exceed or 

fall below a predefined threshold. This ensures that posting sizes remain within a specified 

range ensuring high performance in the presence of frequent updates. This method also 

eliminates the need for expensive re-creation of the index from scratch. Additionally, 

SPFresh exhibits highly efficient disk utilization by operating directly on SSD interfaces. 

Its state-of-the-art performance on billion-scale ANNS and memory-efficient design make 

SPFresh an excellent candidate for a storage and retrieval data structure to be used as a 

vector index in Storage Agents to enable a high-performance on processing of user que-

ries.  

3.2 Strong Eventual Consistency 

Section 2.2 revealed that Strong Eventual Consistency (SEC) can be achieved among 

replicated datasets without the need for a consensus mechanism. This section evaluates 

its requirements and how they can be met by Storage Agents. 

3.2.1 Requirements 

Strong Eventual Consistency (SEC) as defined by Shapiro et al. (2011b) is a property for 

replicated datasets requiring that replicas that have delivered the same set of updates 

have the same state (Strong Convergence). Moreover, updates that are delivered to one 

correct replica are eventually delivered to all correct replicas (Eventual Delivery) and all 

method executions must terminate (Termination). This guarantees that subsets of replicas 

converge even if they are partitioned from the rest of the network.  

SEC does not require consensus and replicated datasets maintain availability, even if all 

but one replica crash ensuring a highly fault-tolerant system with respect to crashes (c.f. 

Shapiro et al., 2011b, p. 391). This makes it a desired property for Storage Agents in the 

RAS and ensures that it can serve user requests with high consistency and availability. 
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3.2.1.1 Eventual Delivery 

The Agent Communication Network (ACN) (Rahmani et al., 2021) allow Storage Agents 

within a Proof of Active Agent (PoAA) staking design (Moscatiello et al., n.d.) to identify 

each other and establish a connection. However, there exists no connected network that 

enables efficient broadcasting of messages to all Storage Agents. Agents must achieve 

Eventual Delivery via pairwise communication. For this, they can use an epidemic dissem-

ination strategy in combination with set reconciliation (Demers et al., 1987). Agents con-

tinuously choose other agents at random to reconcile their sets. This results in an epidem-

ic-like spreading of updates to all Storage Agents via pairwise state merges in 𝑂(log(𝑛)) 

time, where 𝑛 is the number of Storage Agents. Since is assumed that an update is deliv-

ered by at least one correct Storage Agent, this technique guarantees that every update is 

eventually delivered by all correct Storage Agents. This holds because even if all, but two 

agents are byzantine, at some time the Storage Agent will select the one other correct 

agent, and both reconcile sets. Therefore, Eventual Delivery is satisfied by this strategy. 

3.2.1.2 Termination 

The number of simultaneous reconciliation connections should be limited, as simultane-

ously connecting to all Storage Agents would be very expensive in terms of bandwidth. In 

this case, Storage Agents must have a way to estimate if a connected agent is crashed to 

be able to disconnect and prevent unresponsive connections blocking connections to cor-

rect agents. This can be done by maintaining a local timer for responses that when ex-

pired disconnects from an agent. Disconnecting from slow nodes that are not crashed 

does not violate any safety properties (c.f. Auvolat & Taiani, 2019, n.p.). Since termination 

is required for SEC, at least some merge operations must complete. It is assumed that 

Storage Agents implement efficient strategies to allow even slow honest nodes to eventu-

ally complete a reconciliation process with high probability, thereby satisfying Termination. 

3.2.1.3 Strong Convergence 

Strong Convergence can be achieved by using CRDTs (Shapiro et al., 2011b). There are 

two types both of which satisfy Strong Convergence: operation-based (CmRDTs) and 

state-based (CvRDTs).  

A CmRDT is defined based on the operations executed on replicated objects. Update op-

erations are sent to other replicas, where each replica individually delivers these updates 

to achieve consistency. Updates can only be applied if an associated precondition is met, 

which is determined by causal delivery. Consequently, replicas may need to buffer up-

dates until the corresponding preconditions are satisfied. As the ACN only supports pair-

wise synchronization and no message broadcasting, preconditions may take longer to 

fulfil, especially if replicas holding the update are not prioritized for synchronization. This 

effect becomes more significant when update frequencies are high, such as for web data. 
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Due to these limitations, only CvRDTs are considered further to achieve strong conver-

gence between Storage Agents. 

In CvRDTs replicas do not have to wait for preconditions to be fulfilled. Instead of dissem-

inating individual update operations over a network, they continuously merge states from 

other replicas. CvRDTs require a merge function that preserves certain properties of repli-

ca states: states evolve monotonically, meaning that updates can only expand or refine 

the existing state, without reverting to a previous state. In fact, the set of all possible repli-

ca states form a semilattice, i.e the states are ordered by a partial order and a merge 

function exists that computes the unique Least Upper Bound ⊔ for any two state pairs. 

This ensures that two replicas have equivalent state after they have reconciled their da-

tasets. The computation of the LUB must be commutative, idempotent and associative. 

Hence, any Storage Agent’s dataset state have must have history-independent represen-

tation (2.2.3.2).  

3.2.2 Two Dimensions of State Merges 

Storage Agents must store key-value pairs, as each embedding vector is associated with 

metadata, which contains at least the text chunk it represents. The vector is the key identi-

fier that guides search, insert, update and delete operations, whereas the metadata repre-

sents the value. Each vector-metadata pair can be added to a dataset, removed from a 

dataset or its metadata can be updated.  

All operations that are done on a vector’s associated data must respect the requirements 

of a CvRDT. So, any operation must expand the vectors state according to the LUB com-

putation such that the new state incorporates the previous state. The state histories of 

individual vectors represent the comparable states in the universe of all possible states 

according to the partial order required by CvRDTs. For each pair of states within a vec-

tor’s state history, it must be possible to determine which state succeeds the other or if 

they are equal. Then they can be deterministically merged into a single vector state by 

calculating the unique LUB.  

This limits the types of updates that can be made to a vector. For instance, removing a 

vector entirely violates the property of monotonically evolving states, since a non-existent 

vector does not incorporate its state-history from when it was present in the dataset. A 

way to represent deletions is by setting a vector’s value to a tombstone value (c.f. Shapiro 

et al., 2011a, p. 23). This does not remove the vector from the dataset, but flags it as de-

leted. A tombstone is the greatest state compared to all other states a vector can have. 

Therefore, a tombstone permanently marks a vector as deleted without the option for re-

inserting 

Two states associated with different vectors are not comparable but must also be merged 

according to the LUB. The result must be a unique new state incorporating the states of 

both individual vectors.  
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These observations reveal two independent dimensions of states the LUB computation 

affects: The state histories within single item states and the unique representation of the 

set of non-comparable vector states. A history-independent data structure storing the non-

comparable vectors is necessary to respect the LUB computation of associativity, idempo-

tence and commutativity and achieve Strong Convergence, which ultimately guarantees 

SEC. The merge method for states of single vectors is only applied after a node has re-

ceived a vector state from a remote replica. Only on delivering the received state, the rep-

lica notices that a state of the same vector is already stored, and the merge method is 

applied.  

Except for the demonstrated tombstone example, the examination and evaluation of ex-

plicit merge methods for comparable vector states and allowed operations is outside the 

scope of this thesis. The focus in subsequent sections will be to find a history-independent 

data structure, thereby satisfying a necessary condition for Strong Convergence. Addi-

tionally, associated synchronization techniques are evaluated that allow efficient set rec-

onciliation and full-state synchronizations. 

3.3 History-Independent Data Structures 

After examining state-of-the-art vector indices, their underlying data structures, and algo-

rithms, and identifying history-independence as a key requirement to achieve SEC in rep-

licated datasets, this section evaluates suitable history-independent data structures for 

Storage Agents. Section 3.3.1 determines which vector indices meet this requirement. As 

it reveals that none of the current vector indices for large-scale Approximate Nearest 

Neighbor Search (ANNS) are history-independent, section 3.3.2 evaluates alternative his-

tory-independent data structures that facilitate efficient state synchronization between 

Storage Agents. 

3.3.1 Vector Indices 

State-of-the-art vector indices for large-scale Approximate Nearest Neighbor Search (Xu 

et al., 2023; Chen et al., 2021; Singh et al., 2021; Y. A. Malkov & Yashunin, 2020; 

Subramanya et al., 2019; Jégou et al., 2011) organize vectors in a way that ensures that 

those in close distance within Euclidean space can be reached within just a few steps. In 

graph-based indices, this proximity is represented by the corresponding vertices being 

located in each other’s coarse neighborhood and a path of only a few edges connects 

these vertices. For cluster-based indices, this proximity is represented by both vectors 

being assigned to the same cluster. 

When updates occur—such as insertions, deletions, or modifications—most vector indices 

require periodic rebuilds to maintain high index quality (c.f. Xu et al., 2023, p. 545). In a 

SEC replicated database this would require precise coordination to determine the condi-

tions for this. These conditions may be related to some unbalanced index structure that 
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eventually all replicas show, assuming history-independence. However, for single vector 

updates, indices reorganize the coarse neighborhoods of affected vectors to maintain high 

performance. This involves removing or adding edges in the graph or reassigning vectors 

to different clusters. The reorganization actions are typically limited to a constant number 

of nodes since checking the entire graph for precise rebalancing would be extremely ex-

pensive (c.f. Xu et al., 2023, pp. 550–551). 

This demonstrates that update operations adjust the tree structure based on existing edg-

es and nodes in the graph or partitions. Therefore, two indices built over the same set of 

vectors may have different structures if the vectors were inserted in a different order. This 

violates history-independence, which is a necessary condition to achieve Strong Conver-

gence with CvRDTs and consequently SEC. 

These insights indicate that there exists no single data structure that both enables large-

scale ANNS and satisfies SEC. To still achieve both for the Storage Agent it is proposed 

to maintain two separate data structures, SPFresh optimized for ANNS and a second his-

tory-independent data structure facilitating efficient synchronization and enabling SEC. 

The synchronization data structure acts hereby as the main structure that relays updates 

to the SPFresh. 

3.3.2 Synchronization Data Structures 

Three history-independent data structures and two memory efficient synchronization tech-

niques for set reconciliation were examined in Section 2.3. These are evaluated in this 

section for suitability for Storage Agents in a RAS. 

While Range-Based Set Reconciliation (RBSR) (Meyer, 2023) employs a memory efficient 

synchronization protocol, it also effectively converts a non-history-independent data struc-

ture into a history-independent one on-demand. This is done by an aggregation algorithm, 

operating in 𝑂(log(𝑛)) time, that leverages multiset homomorphic hash functions. These 

hash functions allow computations on hashes such that the result corresponds to the hash 

of the computation on the original inputs (Maitin-Shepard et al., 2016). Upon receiving a 

range, the algorithm traverses the tree approximately at tree nodes that correspond to the 

specified range boundaries within each tree layer. It aggregates the hashes of subtrees 

and vertex keys that are known to be inside the range while aggregation strictly preserves 

the key order in the tree. Since multiset homomorphic hash functions are associative and 

the tree is a search tree, the grouping and therefore the tree shape does not affect the 

result. Therefore, the algorithm effectively computes a hash, i.e. a unique representation 

for arbitrary item ranges within a non-history-independent binary search tree in logarithmic 

time. 

Merkle Search Trees (Auvolat & Taiani, 2019) and G-Trees (Farmer & Meyer, 2024) are 

per construction history-independent data structures. Both approaches use an item’s key 

hash–generated from a secure hash function–as a source of deterministic randomness to 
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probabilistically assign an item to a tree layer. Items in higher layers determine node 

boundaries in lower layers. Since both approaches can be implemented to assign items to 

layers corresponding to the number of trailing or leading zeros in an items hash digest, the 

probability of an item being in higher layers decreases exponentially. Both structures pre-

serve the key order of their items representing perfectly balanced search trees with high 

probability. Moreover, the tree height and the number of nodes in both cases are within 

𝑂(log(𝑛)) and 𝑂(𝑛), respectively, where 𝑛 is the number of items in the tree. The number 

of items per node is constant with high probability and can be defined by adjusting the 

layer assignment function by counting 𝑘 successive all-zero groupings in an items hash 

digest instead of single zeros. Insert, update and delete operations can be done in 

𝑂(log(𝑛)) time for both data structures. 

The design of G-trees and MSTs however, is susceptible to adversarial inputs. The follow-

ing reasoning is given for G-trees, but it also applies to MSTs, as they use equivalent 

methods to assign items to layers. Counting the number of trailing or leading zeros in an 

items hash digest for layer assignment models a geometric distribution (c.f. Farmer & 

Meyer, 2024, 3.2 Pseudorandom Geometric Distributions). For an independent geometric 

distribution 𝒢(𝑝) the probability 𝑃 that an item’s rank 𝑋 is assigned the value 1 is 𝑃(𝑋 =

1) = 𝑝 (c.f. Dekking et al., 2005, p. 61). For 𝑝 = 1 −
1

𝑘
 and any 𝑘 ≥ 2, this probability is 

within the range 𝑃(𝑋 = 1) =
1

2
≤ 𝑝 < 1. Therefore, assuming a hash function uniformly 

mapping inputs to its output range, a malicious actor could compute 𝑛 items that must all 

be stored in the leaf layer in 𝑂(𝑛) time, resulting in a tree with a single leaf node.  

This is a scenario that must be considered for Storage Agents. It is assumed that Storage 

Agents can efficiently verify validation of any data they receive, but validation only in-

cludes that the data originated from a real website. An adversary could post any content 

to a website that a Storage Agent may eventually store. 

G-trees are abstract constructs that allow recursive instantiation with arbitrary history-

independent set data structures. This makes them advantageous over MSTs, specifically 

for usage on secondary storage. While MSTs can only provide a probabilistic upper bound 

on node sizes, G-trees can overcome this limitation. When instantiating a G-tree with a 𝑘-

list, node sizes can be deterministically bounded to fit the size of specific data blocks on 

disk enabling efficient access on secondary storage. This facilitates the implementation of 

efficient disk utilization strategies such as provided by B-trees (Bayer & McCreight, 1970). 

Note that this may put deterministic bounds on 𝑘-list nodes, but the earlier described at-

tack scenario remains. With k-list instantiation an attack would result in a single G-node 

containing a single 𝑘-list of 𝑂(𝑛) items in the leaf layer. 

The Proof of Active Agent (PoAA) (Moscatiello et al., n.d.) setup allows Storage Agents to 

join or leave the RAS at any time. New agents without existing data must efficiently syn-

chronize the dataset from other agents from scratch. Since G-trees have a comparable 

structure to B-trees, they can exhibit similar inefficiencies for sequential processing. How-

ever, G+-trees are designed to optimize performance on these tasks. They store all items 
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in their leaf nodes and replicate items across all layers up to a maximum layer determined 

by an item’s rank. Additionally, the leaf nodes are linked, enabling efficient access to the 

next item without traversing intermediate nodes, as may be required in G-trees. The histo-

ry-independent G+-trees therefore support both efficient random and sequential access 

comparable to B+-trees (Comer, 1979). 

However, G+-trees were introduced by Farmer and Meyer (2024) informally as an exten-

sion of G-trees. They lack a formal definition. Moreover, the provided insert and delete 

algorithms do not apply to G+-trees, where key replicas are stored in internal nodes. 

3.4 Set Reconciliation Techniques 

RBSR (Meyer, 2023) and MST (Auvolat & Taiani, 2019) pursue similar set reconciliation 

techniques. Both are defined for search tree structures and recursively split the items into 

ranges for which the hashes are then compared. While RBSR allows to split items into 

arbitrary ranges, the ranges in MSTs are fixed to node boundaries. They both provide a 

memory-efficient design and tolerate byzantine behaviour. 

Since MSTs have a history-independent data structure they can utilize secure hash func-

tions for fingerprinting instead of homomorphic hash functions. Unlike RBSR, where a 

unique representation of item ranges must be computed on-demand by aggregating fin-

gerprints, MSTs do not need aggregation since its representation of the stored items is 

already unique. However, MSTs cannot compute fingerprints for arbitrary ranges as in 

RBSR, as secure hash functions lack homomorphic properties, which restricts set recon-

ciliation to ranges determined by node boundaries.  

Additionally, because MSTs rely on a probabilistic data structure, node sizes may deviate 

from those in a perfectly balanced search tree. This discrepancy can reduce performance 

during set reconciliation, as split points may not partition the range into equally sized 

subranges (c.f. Meyer & Scherer, 2024, n.p.). This limitation is significant when malicious 

actors post data to websites that Storage Agents eventually store, leading to highly unbal-

anced tree structures and inefficient set reconciliation. 

RBSR allows agents to store their items individually in perfectly balanced tree structures 

without requiring them to be history-independent. This is possible as the fingerprinting 

algorithm calculates the unique representation for any range on demand, regardless of the 

tree structure. Consequently, RBSR is resistant to maliciously crafted datasets. 

However, RBSR uses homomorphic hash functions (Maitin-Shepard et al., 2016) for effi-

cient fingerprint computation. These functions often require digest lengths of several thou-

sand bits digests to achieve a security level comparable to traditional secure hash func-

tions like the SHA family, leading to significant storage overhead per item. For example 

SHA-256 achieves 256-bit security with a 256 bit digest (c.f. Dang, 2012, p. 8). 
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Despite the described attack scenario, no malicious agent can force agents to store in-

consistent data. Any data item can be efficiently verified by the Storage Agent if it has 

been validated. Moreover, if a malicious agent tries to send items that do not match the 

computed range hash, it can be immediately detected by the Storage Agent. However, 

adversaries can delay messages and thereby block the connection of an honest storage 

agent. Since Storage Agents are assumed to have a local timer, which allows them to 

probabilistically decide when a node may be crashed, this would also apply to connections 

with byzantine agents delaying messages. 

3.5 Evaluation and Objectives 

The literature review revealed that high-performance storage and retrieval for billion-scale 

textual data based on search queries can be achieved by vector indices. This requires 

that text segments are encoded as vector embeddings functioning as a numerical repre-

sentation of the semantic meaning of the corresponding text. The distance of two vectors 

in Euclidean Space reflects their semantic similarity. Organizing the embedding vectors in 

an index data structure that represents their proximity in the vector space allows Approxi-

mate Nearest Neighbor Search (ANNS) algorithms to search the nearest neighbors of a 

query vector in milliseconds of time in billion-scale datasets with high accuracy.  

Additionally, a strong form of eventual consistency (SEC) for replicated datasets could be 

identified that that can be achieved without coordination. To achieve SEC, the data struc-

ture that nodes synchronize must have a history-independent representation for any given 

item set. This guarantees that if two replicas have delivered identical updates, they are in 

equivalent state. This is a desirable property for Storage Agents as with weaker forms of 

eventual consistency, in highly dynamic environments such as web search conflict resolu-

tion would result in a large computational overhead.  

Furthermore, it was found that no state-of-the-art vector index for billion-scale ANNS sup-

ports a history-independent data structure. Therefore, it is proposed that Storage Agents 

maintain two separate data structures, one for Approximate Nearest Neighbor Search 

(ANNS) and a second history-independent data structure for synchronization between 

agents to achieve SEC. 

SPFresh, a hybrid graph-cluster based indexing system is identified to be most suitable to 

be used by Storage Agents. It maintains a cluster-based vector index on disk, while stor-

ing a tree and graph-based index of cluster centroid vectors in memory. Due to its high 

performance on large-scale datasets and relative to other state-of-the-art indexing sys-

tems significantly lower memory footprint, it meets the requirements of Storage Agents for 

storing and retrieving large-scale web data and while being memory efficient. 

Two memory efficient synchronization techniques were identified: Range-Based Set Rec-

onciliation (RBSR) and Merkle Search Trees (MST). Both utilize search tree structures, 
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where each tree node is labelled with a precomputed hash uniquely representing all items 

in the node and all its subtrees. They recursively partition the stored items into subranges 

and compare their hashes uniquely representing the items within corresponding ranges to 

efficiently identify set differences. Equal hashes require no further processing, while for 

unequal hashes ranges are further split. Recursive splitting continues until the number of 

items in a subrange is below a specified threshold or a tree leaf is reached, in which case 

those items are sent. 

RBSR can be used with non-history-independent data structures such as binary search 

trees, as range hash computation is performed on-demand. This makes them resistant to 

maliciously crafted datasets, which is a possible attack scenario on Storage Agents. 

Moreover, with RBSR optimal split points for ranges can be determined to minimize the 

number of recursions. However, the large digest length of homomorphic hash functions 

that must be stored in each tree node is a significant drawback. 

Their history-independent data structure allows MSTs to use traditional secure hash func-

tions to uniquely represent item ranges, which makes them more space efficient. Howev-

er, this binds range comparisons to node boundaries, as traditional hash functions are not 

homomorphic, which prevents arbitrary range computations by aggregating hashes. Since 

they utilize a (pseudo-) randomized data structure, node boundaries may not represent 

optimal split points for subranges, which may degrade reconciliation performance. 

Geometric Search Trees (G-trees), a family of efficient pseudo-randomized history-

independent data structures were identified. G-trees use a geometric distribution to pseu-

do-randomly assign ranks to items, which determine the tree layer an item is stored in. 

Items in higher layers correspond to node boundaries in lower layers. Search, insert and 

delete operations can all be done within a time complexity of 𝑂(log(𝑛)) with high probabil-

ity. A key property of G-trees is that they can be recursively instantiated with any set data 

structure. Even though abstract G-trees provide a probabilistic upper bound on node siz-

es, when instantiating them with a k-list, i.e. a linked list of nodes each storing up to k 

items, allows further deterministic partitioning of node items. This enables efficient disk 

utilization, when k is chosen in a way that it aligns with data blocks that can be efficiently 

accessed from disk. However, this does not prevent an attacker to compute items that 

must all be stored in the leaf layer. 

G+-trees are a variant of G-trees that inherit their performance properties but store all 

items in the leaf layer with linked leaves enabling efficient sequential access. Since stor-

age Agents may join and leave the Research Agent Service at any time, a G+-tree instan-

tiated with a k-list is a candidate that is considered for the synchronization data structure 

for Storage Agents. However, G+-trees lack a formal definition and the provided algo-

rithms by Farmer and Meyer (2024) do not apply to G+-trees, where replicas of keys are 

stored in internal nodes. 
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The identified synchronization techniques and data structures each show individual draw-

backs. An optimal synchronization technique for Storage Agents would be RBSR allowing 

the use of non-homomorphic hash functions enabling arbitrary range splitting. Additionally, 

an optimal data structure would be a G+-Tree that is resistant to maliciously crafted da-

tasets. The following chapter addresses these requirements. 
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4 Adapting Data Structures and Synchronization 

Techniques 

In this chapter, the drawbacks of identified synchronization techniques and history-

independent data structures for the Storage Agent are addressed. It consists of four parts 

that each constitutes as an individual contribution. The chapter begins with Section 4.1 

introducing Gk-trees, an extension of G-trees that eliminate the attack scenario, where an 

attacker can compute 𝑛 items that must all be stored in the leaf layer. This comes at the 

cost of a tree height of 𝑂(log2(𝑛)) for adversarial inputs. Section 4.2 formally defines G+-

trees and validates that the definition corresponds to the informal definition given by 

Farmer and Meyer (2024). As there do not exist algorithmic solutions for G+-trees, section 

4.3 describes an algorithm for inserting and updating items in a G+-tree. Finally, section 

4.4 adapts the RBSR algorithm for fingerprint computation for G+-trees allowing the use of 

non-homomorphic hash functions. 

4.1 Gk-Trees 

This chapter introduces Gk-trees; a variant of G-trees that are recursively instantiated with 

G-trees when G-nodes exceed their expected size. Gk-trees prevent an attacker from 

crafting datasets that must all be stored in one G-node. 

The following analysis considers G-Trees (Farmer & Meyer, 2024), building on the insides 

revealed by Farmer and Meyer (2024), but it can also be applied to G+-Trees as they are 

a special type of G-Trees sharing the property of recursive instantiation and the same 

technique for rank assignments to items. 

In a G-Tree an item’s rank defines the layer a key is stored in. This corresponds to the 

maximum layer a key replica is stored in in a G+-Tree. Ranks are random variables drawn 

from a geometric distribution 𝒢(𝑝), where the probability that an item’s rank 𝑋 is assigned 

the value 𝑘 ∈ ℕ+ is 𝑃(𝑋 = 𝑘) = 𝑝 ⋅ (1 − 𝑝)𝑘−1, with 0 < 𝑝 ≤ 1. The value 𝑘 can be seen as 

the outcome of multiple individual Bernoulli trials that each have two possible outcomes: 

success (probability 𝑝) or failure (probability 𝑞 = 1 − 𝑝). The likelihood of observing larger 

𝑘–corresponding to higher ranks–decreases exponentially with 𝑘. This can be implement-

ed by leveraging the properties of secure hash functions that are expected to uniformly 

map arbitrary inputs to fixed-length outputs. 

Ranks are assigned by a function of the number of trailing or leading zeros of an item’s 

hash in the binary representation. Since hash functions produce fixed-length digests and 
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when their outputs are uniformly distributed, each output bit of a secure hash function in-

dividually has a 50% chance to be either 1 or 0 for random inputs. So, the value of each 

bit in the digest can be seen as an independent Bernoulli trial with a success probability of 

𝑝 =
1

2
. Examining each position in the hash digest sequentially starting with the last posi-

tion, each 0-bit represents a failure scenario until encountering the first bit with value 1, 

which represents a success scenario. Thus, assigning item ranks equal to the number of 

trailing zeros in an items hash added by 1 (success scenario), represents the geometric 

distribution 𝒢 (
1

2
). Increasing the success probability results in more items being stored in 

lower layers. This can be done by reducing the probability of a failure scenario. A way to 

do this is by defining a failure scenario as encountering 𝑙 successive zeros (instead of 1) 

(c.f. Farmer & Meyer, 2024, 3.2 Pseudorandom Geometric Distributions). The rank as-

signment is done by sequentially counting the 𝑙 successive all-zero groupings starting with 

the last 𝑙 bits. This yields a failure probability of 𝑞 =
1

2𝑙 and a success probability of 𝑝 = 1 −
1

2𝑙. 

Farmer and Meyer (2024) show that using a probability of 𝑝 = 1 −
1

𝑘
  with 𝑘 ∈  ℕ: 𝑘 ≥ 2,  

yields a perfectly balanced k-ary G-Tree with high probability. They show that when 𝑘 is 

set to the intended average number of children per G-node, the node size is in 𝑂(𝑘) and 

the tree height is in 𝑂(𝑙𝑜𝑔(𝑛)) with high probability (Farmer & Meyer, 2024).  

The design in its current form is not resistant to adversarial inputs. For an independent 

geometric distribution 𝒢(𝑝) the probability 𝑃 that an item’s rank 𝑋 is assigned the value 1 

is 𝑃(𝑋 = 1) = 𝑝 (c.f. Dekking et al., 2005, p. 61). For any 𝑘 ≥ 2, the probability is within 

the range 𝑃(𝑋 = 1) =
1

2
≤ 𝑝 < 1. Therefore, a malicious actor could compute 𝑛 items that 

must all be stored in the leaf layer in 𝑂(𝑛) time, resulting in a tree with a single leaf node. 

In the case of a G+-Tree there would be no keys duplicated in higher layers that would 

cause any node boundaries. This degrades the time complexity for range computation 

and other tree operations such as insert, update and delete from 𝑂(𝑙𝑜𝑔(𝑛)) to 𝑂(𝑛).  

To mitigate the effect of such malicious behavior, the recursive property of G-Tree instan-

tiation can be leveraged. When the size of a G-node in G-Tree 𝐺𝑖 exceeds some threshold 

𝑡 =  𝑑 ∙ 𝑘 − 1, where 𝑑 is a constant, that node’s items are instantiated as a G-Tree 𝐺𝑖+1 

themselves with the same geometric distribution used for rank assignment but applied to 

the hash of each item’s hash. The new hash is obtained from the same secure hash func-

tion and constitutes another pseudorandom value based on the item’s key. The root of 

𝐺𝑖+1 becomes the new internal node in 𝐺𝑖. The dimensionality 𝑑𝑖𝑚(𝐺) of a G-Tree 𝐺 will 

be defined as the maximum depth of recursive G-tree instantiations starting from any of its 

nodes. 

For the standard G-Tree instantiation, 𝑝 = 1 −
1

2𝑙 denotes the probability of a success sce-

nario. For 𝑙 = 1 (i.e. 𝑘 = 2) an item is assigned the rank 1 if the last digit of its hash digest 

is not zero. On average, every second hash has a non-zero value at any position. An at-
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tacker must therefore find an item whose last hash digit matches non-zero in 𝑗 successive 

hashing operations for it to be candidate to be stored in the leaf layer in more than 𝑗 suc-

cessive dimensions. When 𝑗 approaches the number of output bits of the used hash func-

tion, finding such an item is as hard as finding a preimage for that function (c.f. Dang, 

2012, pp. 7–8). 

To generalize this, finding an item with rank 1 in 𝑗 successive dimensions of a single G-

Tree is itself a geometric distribution with the dimension being the random variable 𝑋, but 

in this case with 𝑝 =
1

𝑘
. A ‘success’ scenario is that of finding an item, whose hash has a 

zero at its least significant bit. In this case the item would not be stored in rank 1. Note 

that the mathematical term of success does not apply to the intentions of an attacker, yet 

it will be used for consistency. An attack consists of finding an item whose hash would be 

stored in the leaf layer in as many as successive dimensions. The probability for a single 

such ‘failure’ scenario is 𝑞 = 1 − 𝑝 = 1 −
1

𝑘
.  

With 𝑃(𝑋 > 𝑛) = (1 − 𝑝)𝑛 (c.f. Dekking et al., 2005, p. 61) being the probability that a ran-

dom variable 𝑋 is assigned a value larger than 𝑛, the goal is to find a constant 𝑐 that con-

stitutes a practical upper bound for 𝑑𝑖𝑚(𝐺) proportional to 𝑘. Thus, the probability that an 

item is assigned the rank 1 in more than 𝑐𝑘 successive dimensions is 𝑃(dim (𝐼) > 𝑐𝑘) =

(1 −
1

𝑘
)

𝑐𝑘
, where 𝑑𝑖𝑚(𝐼) denotes the dimension an item would be stored in based on the 

results of successive re-hashing operations. The dimensions that have a probability equal 

to finding the preimage of a hash function with 256-bit security is considered a practical 

upper bound for a malicious agent to compute. Therefore, 𝑃 is set to 
1

2256 and the equation 

is solved for 𝑐: 

𝑃(dim(𝐼) > 𝑐𝑘) =
1

2256
 

𝑃 substituted yields 

(1 −
1

𝑘
)

𝑐𝑘

=
1

2256
 

𝑐𝑘 ln (1 −
1

𝑘
) = −256 ln(2) 

When applying −
1

𝑘
≥ ln (1 −

1

𝑘
) (c.f. Love, 1980, p. 55), 

−𝑐 ≥ −256 ln(2) 

𝑐 ≤ 256 ln(2) ≈ 177.45 

Thus, given any 𝑘 ≥ 2, dim(𝐺) is practically upper bounded by ≈177.45𝑘. This means 

that, the probability that an item could be stored in a dimension larger than ≈177.45𝑘 is 
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about the same as an attacker finding a preimage for a hash generated by a secure hash 

function, which is very unlikely. 

Another bound that depends on the number of trials 𝑛 can be introduced by using the 

technique that Farmer and Meyer (2024) use to bound the size of a G-Tree. For this, the 

dimension 𝑑 is fixed at 𝑑 ≤ ⌈𝑙𝑜𝑔𝑘(𝑛)⌉, giving a probability of at most 𝑞𝑑−1 that an item’s 

dimension is at least 𝑑. This represents the probability of 𝑑 − 1 failures and gives 

P(dim(I) ≥ 𝑑) ≤ 𝑞𝑑−1. The Boole inequality states that the probability of the union of a 

finite number of events occurring is less than or equal to the sum of their probabilities. 

Thus, the probability that there exists some item with dim(𝐼) ≥ 𝑑 has the probability 

P(∃I, dim(I) ≥ d) ≤ n𝑞𝑑−1. The constant c can be introduced to provide a bound for the 

dimension of a single item. Substituting 𝑑 with 𝑙𝑜𝑔𝑘(𝑛), gives:  𝑃(dim(𝑙) ≥ (𝑐 +

1)𝑙𝑜𝑔𝑘(𝑛)) ≤ 𝑛−𝑐 (c.f. Golovin, 2010, p. 8). This demonstrates that with a constant 𝑐, for 

large 𝑛 it becomes very unlikely that there exists an item whose dimension is significantly 

larger than 𝑙𝑜𝑔𝑘(𝑛). 

Since 𝑐 and 𝑘 are both constants and the height of a G-Tree is in 𝑂(𝑙𝑜𝑔(𝑛)) with high 

probability, the height of a Gk-Tree in the presence of malicious attackers in 𝑂(log2(𝑛)) 

with high probability. This bound only applies for the items a malicious attacker computes. 

For all other items that are not crafted by an attacker, the ranks remain pseudo-randomly 

distributed within the first dimension until a node overflows. Note that both upper bounds 

are conservative as they represent the dimension a single item could be stored in. In prac-

tice this limit might be significantly lower. Finding a single item fulfilling the condition to be 

stored in any dimension 𝑑𝑖𝑚(𝐼) > 1 , is only stored in that dimension, if the corresponding 

node sizes in all lower dimensions exceeded their threshold. Otherwise, the item would 

only be stored in the least dimension, whose node size is still within bounds. 

4.2 G+-Tree Definition 

Farmer and Meyer (2024) provide a formal definition of G-trees, however, they only infor-

mally introduce G+-trees. This section formally defines a G+-Tree. It begins with introduc-

ing general terms and notations referring to tree components in section 4.2.1. In section 

4.2.2 a G+-tree is defined while section 4.2.3 derives structural properties that the defini-

tion implies. Finally, section 4.2.4 validates that the derived structural properties and 

therefore the formal G+-tree definition matches the properties informally described by 

Farmer and Meyer (2024). 

4.2.1 Preliminaries 

This section introduces terms and notations that are used when referring to components 

of a G+-tree subsequent sections. 
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The terms item and element are used interchangeably and refer to an object that is stored 

in a tree node. A tree data structure for elements in a universe 𝑈 is defined as either an 

empty tree or a vertex that contains a sequence of 𝑘 − 1 items from 𝑈 along with k trees, 

referred to as its children (c.f. Farmer & Meyer, 2024, n.p.).  

Vertex (or node) 𝐴 is called the parent of 𝐵 if 𝐵 is a child of 𝐴. A vertex is connected to its 

children by an edge and a sequence of zero or more connected nodes is called a path. 

The height of a tree is defined as the longest path starting from the root to any of its 

leaves and a tree with height = 0 is called an empty tree. The node at the top of a tree 

with no incoming edges is referred to as root and the nodes at the bottom that have no 

outgoing edges are referred to as leaves or leaf nodes. A subtree of a node includes one 

of its children and all descendants of that child, i.e. the child’s children, the children of 

those children and so on (c.f. University of Wisconsin-Madison, 2005, n.p.).  

Child 𝐵 of some node 𝐴 is the root of some subtree of 𝐴. To avoid confusion, in the up-

coming sections, where a G+-tree is defined recursively, only the topmost node of the tree 

that represents the entire dataset a G+-tree is built on will be called root. Roots of subtrees 

will be referred to as nodes or G+-nodes. When the term internal node is used it refers to 

nodes that are not leaves. An item key that is stored in an internal node is referred to as 

an item’s replica. 

4.2.2 Definition 

In this section the G+-Tree is formally defined satisfying the following structural properties 

1-7 derived from its initial introduction by Farmer and Meyer (2024): 

Structural Properties of a G+-Tree: 

1. A G+-Tree stores replicas of selected item’s keys in internal nodes. 

2. Leaf Layer Stores the Full Representation of Each Item 

3. Items in lower layers are sorted to the right of their replicas in higher layers. 

4. Items in a G+-Tree follow a total order by their key 

5. Node boundaries are defined by the items in the layer above. 

6. A G+-Tree includes a dummy element ⊥ as the first item in each layer. 

7. The Item Rank Defines the Maximum Layer an Item or Replica is stored in. 

 

Figure 3: Abstract G+-Tree  

Source: Appendix B Farmer and Meyer (2024, Appendix B) 
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Note that the leaf nodes can be linked in in a practical implementation, but this is not ad-

dressed in the following definition that solely focusses on node hierarchies and the ar-

rangement of items within nodes based on the provided properties. Since the Storage 

Agent stores key-value pairs, which are contained in the leaf nodes, it is differentiated 

between leaf nodes storing the full representation items and internal nodes only storing 

keys omitting the values. 

Definition 1: Items and their Properties 

Let 𝑆 ⊆ 𝑈 be a nonempty set of items, where each 𝑠 ∈ 𝑆 has the following properties:  

• a rank 𝑟𝑎𝑛𝑘(𝑠) ∈ ℕ+,  

• a key 𝑘𝑒𝑦(𝑠)  

• a value 𝑣𝑎𝑙(𝑠). 

A total order on keys is assumed. For any two items 𝑥 and 𝑦 the following relations hold: 

𝑥 ≼ 𝑦 ⟺ 𝑘𝑒𝑦(𝑥) ≤ 𝑘𝑒𝑦(𝑦), 𝑥 ≺ 𝑦 ⇔ 𝑘𝑒𝑦(𝑥) < 𝑘𝑒𝑦(𝑦), 𝑥 = 𝑦 ⇔ 𝑘𝑒𝑦(𝑥) = 𝑘𝑒𝑦(𝑦). 

𝑥 is said to be smaller than 𝑦 (denoted by 𝑥 ≺ 𝑦) if and only if 𝑘𝑒𝑦(𝑥) < 𝑘𝑒𝑦(𝑦). 

Definition 2: Dummy Item ⊥ 

Let 𝑆 ⊆ 𝑈 be a nonempty set as defined in Definition 1. Define the dummy item ⊥ ∉ 𝑈 as 

an artificial element that is introduced to facilitate operations on the set S. It is defined that 

satisfies the following properties: 

• 𝑟𝑎𝑛𝑘(⊥) = max{𝑟𝑎𝑛𝑘(𝑠) | 𝑠 ∈ 𝑆}, 

• 𝑘𝑒𝑦(⊥) < min{𝑘𝑒𝑦(𝑠) | 𝑠 ∈ 𝑆}. 

 

Definition 3: Augmented Set 𝑺′ 

Let 𝑆 ⊆ 𝑈 be a nonempty set as defined in Definition 1 and ⊥ be the dummy item 

(Definition 2). The set 𝑆 is augmented with ⊥ to form an extended set 𝑆′: 

𝑆′ ≔ 𝑆 ∪ {⊥}. 

Definition 4: Pivot item 𝒇 

Let 𝑇 ⊆ 𝑆′ be a nonempty set, where 𝑆′ represents the augmented set (Definition 3). De-

fine 𝑓 ∈ 𝑇 as the item with the maximum rank and, among those, the smallest key:  

𝑟𝑎𝑛𝑘(𝑓) = max{𝑟𝑎𝑛𝑘(𝑡) | 𝑡 ∈ 𝑇},  𝑘𝑒𝑦(𝑓) = min{𝑘𝑒𝑦(𝑡) | 𝑡 ∈ 𝑇, 𝑟𝑎𝑛𝑘(𝑡) = 𝑟𝑎𝑛𝑘(𝑓)}. 

Definition 5: Set 𝑴 
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Let 𝑇 ⊆ 𝑆′ be a set, where 𝑆′ represents the augmented set (Definition 3) and let 𝑓 be the 

pivot item (Definition 4). Define 𝑀 ⊆ 𝑇 as the set of items in 𝑇 whose rank is greater than 

or equal to the highest rank among items in 𝑇 ∖ {𝑓}:  

𝑀 ≔ {
𝑡 ∈ 𝑇 | rank(𝑡) ≥ max{𝑟𝑎𝑛𝑘(𝑖) | 𝑖 ∈ 𝑇 ∖ {𝑓}} ,    if |𝑇| > 1

∅,                                                                                       if |𝑇| ≤ 1
}. 

Definition 6: Set of duplicates 𝑫 

Let 𝑀 ⊆ 𝑇 be the set as defined in Definition 5 and 𝐷 denote the set of duplicates derived 

from 𝑀: 

𝐷 ≔ {(𝑘𝑒𝑦(𝑚), 𝑟𝑎𝑛𝑘(𝑚)) | 𝑚 ∈ 𝑀, 𝑟𝑎𝑛𝑘(𝑚) ≥ 2}. 

Each 𝑑 ∈ 𝐷 corresponds to an item 𝑚 ∈ 𝑀, containing 𝑘𝑒𝑦(𝑚) and 𝑟𝑎𝑛𝑘(𝑚), but omitting 

𝑣𝑎𝑙(𝑚). 

Definition 7: Set Data Structure 𝕾 

Define 𝔖 as a set data structure for representing sets. Instances of 𝔖 store item-subtree-

pairs in ascending order based on item keys as defined in Definition 1. 

Definition 8: G+-Tree 

Let 𝑇 ⊆ 𝑆′ be a set, where 𝑆′ represents the augmented set (Definition 3) and 𝑀 ⊆ 𝑇 a set 

(Definition 5). Furthermore let {𝑑0, 𝑑1, … , 𝑑|𝐷|−1} represent the replicas contained in 𝐷 (Def-

inition 6) in ascending order and 𝔖 be a set data structure (Definition 7).  

Case 1: Recursive construction for |𝐷| > 1 

For |𝐷| > 1, the G+-Tree of 𝑇 using 𝔖 is defined as a pair containing: 

• An instance of 𝔖 storing the items in 𝐷, where the left subtree of item 𝑑𝑖 is 

the G+-Tree of {𝑡 ∈ 𝑇 | 𝑑𝑖−1 ≼ 𝑡 ≺ 𝑑𝑖} and  

• a single right subtree being the G+-Tree of {𝑡 ∈ 𝑇 | 𝑑|𝐷|−1 ≼ 𝑡}.  

Case 2: Base Case for |𝐷| ≤ 1 or |𝑇| ≤ 1 

For |𝐷| ≤ 1 and for |𝑇| ≤ 1, the G+-Tree of 𝑇 using 𝔖 is defined as a pair containing: 

• An instance of 𝔖 storing the items in 𝑇, where the left subtree of item 𝑡𝑖 is 

the G+-Tree of ∅ and 

• a single right subtree being the G+-Tree of ∅. 

The following section provides insights in the implied structural properties of a G+-Tree 

introduced by the definitions in this section. 
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4.2.3 Structural Properties 

Definition 8 does not explicitly demonstrate the structural properties of a G+-Tree outlined 

in section 4.2.2. Therefore, this section derives the implied properties from Definition 8 for 

validation in section 4.2.4. This ensures consistency with the defined structural character-

istics in the previous section. At first, trivial base cases are addressed, before specific 

relationships between the set sizes of 𝑇 and 𝑀 are analyzed and identified how different 

item ranks determine the node type (i.e. leaf or internal node). After that, the implications 

for subtrees are described by considering item ranks and set sizes of 𝑇, 𝑀 and 𝐷. Finally, 

the crucial role of the pivot item 𝑓 is shown. To support understanding, additional defini-

tions and propositions are introduced. 

4.2.3.1 Base Cases 

The most intuitive configurations as defined in Definition 8 include empty sets and those 

containing only a single item. These base cases function as a foundation for reasoning 

about more complex node structures.  

Variables used throughout this section are defined as follows: 

Let 𝑇 ⊆ 𝑆′ be a set, where 𝑆′ represents the augmented set (Definition 3). Furthermore, let 

𝑓 be the pivot item (Definition 4), 𝔖 be a set data structure (Definition 7) and a G+-Tree be 

defined as in (Definition 8). 

Definition 9: Empty G+-Tree 

A G+-Tree is called empty if the underlying data structure 𝔖 stores no items. This is equiv-

alent to a G+-Tree that has no nodes. 

Proposition 1: Empty Set Base Case 

If 𝑇 = ∅, then is the resulting tree is an empty G+-Tree. 

Proof (Sketch): By Definition 8, if |𝑇| ≤ 1, all items in 𝑇 are stored in a single node. For 

𝑇 = ∅, there are no items to store. Therefore, the G+-Tree is empty. 

Proposition 2: Singleton Base Case. 

If |𝑇| = 1 then the G+-node stores 𝑇 and is a leaf (i.e. it has no children). 

Proof (Sketch): By Definition 8, if |𝑇| ≤ 1, the G+-Tree stores all items in 𝑇 in one node, 

where the items have empty left subtrees and the node has an empty right subtree. That 

node has no children and is therefore a leaf. 



46  Adapting Data Structures and 
Synchronization Techniques 

 

4.2.3.2 Relationship of |𝑻| and |𝑴| 

Building on the base cases, the relationship between the size of the input set 𝑇 and the 

derived set 𝑀 are examined. Understanding this connection is crucial for analyzing item 

ranks and their role in the resulting structure of the G+-Tree. 

Recall from Definition 5 that 𝑀 ⊆ 𝑇 contains items in 𝑇, that have a rank of at least the 

maximum rank in 𝑇 ∖ {𝑓}, where 𝑓 is the pivot item (Definition 4). By Definition 5, 𝑀 is 

empty if |𝑇| ≤ 1.  

Proposition 3: |𝑻| > 𝟏 ⟹ |𝑴| > 𝟏  

A nonempty set 𝑇 ⊆ 𝑆′ has more than one item if and only if |𝑀| > 1.  

Proof (Sketch): If |𝑇| > 1, then 𝑇 ∖ {𝑓} ≠ ∅, so there is at least one other item in 𝑇 besides 

𝑓 for which a maximum rank can be determined. This is necessary for 𝑀 to contain any 

items, as it is defined on the maximum rank of items in 𝑇 ∖ {𝑓}. Since 𝑓 is an item of max-

imum rank in 𝑇, it is contained in 𝑀 together with the items of maximum rank in 𝑖 ∈ 𝑇 ∖ {𝑓}. 

Therefore |𝑀| > 1.  

4.2.3.3 Uniform Rank Properties and Node Types 

With the relationship between |𝑇| and |𝑀| established, the role of uniform ranks in the set 

𝐴 = 𝑀 ∖ {𝑓} is investigated to determine whether a node becomes a leaf node or an inter-

nal node.  

Variables used throughout this section are defined as follows: 

Let 𝑇 ⊆ 𝑆′ be a set, where 𝑆′ represents the augmented set (Definition 3) and 𝑓 be the 

pivot item (Definition 4). Furthermore, let 𝑀 ⊆ 𝑇 be a set (Definition 5) and 𝐷 be the set 

storing replicas of items in 𝑀 (Definition 6). Let 𝐴 be a set 𝐴 = 𝑀 ∖ {𝑓} formed by removing 

𝑓 from the highest ranked items. 

Proposition 4: Uniform Rank in 𝑨 

All items in 𝐴 have the same rank, i.e. max{𝑟𝑎𝑛𝑘(𝑖) | 𝑖 ∈ 𝑇 ∖ {𝑓}}. 

Only the case |𝑇| > 1 is considered since for |𝑇| ≤ 1, 𝑀 = ∅ and the derived sets 𝐴 and 𝐷 

cannot contain items. In this case the tree would be either empty (Proposition A) or repre-

sented by a single leaf node (Proposition B). 

Proof (Sketch): Every 𝑎 ∈ 𝐴 must have a rank ≥ max{𝑟𝑎𝑛𝑘(𝑖) | 𝑖 ∈ 𝑇 ∖ {𝑓}}(Definition 5). 

Since 𝑓 is unique and has the highest rank in 𝑀 (Proposition 3), no 𝑎 ∈ 𝐴 can exceed 

𝑟𝑎𝑛𝑘(𝑓). Therefore, all 𝑎 ∈ 𝐴 must have exactly 𝑟𝑎𝑛𝑘(𝑎) = max{𝑟𝑎𝑛𝑘(𝑖) | 𝑖 ∈ 𝑇 ∖ {𝑓}}. 

These rank properties result in two possible types of G+-nodes representing 𝑇: 



Adapting Data Structures and Synchronization Techniques 
  

 

1. Leaf Node: If some 𝑎 ∈ 𝐴 have rank = 1, then only 𝑓’s rank can be > 1, 

therefore |𝐷| ≤ 1 is satisfied (Definition 6). By Definition 8, the base case 

applies and the node stores 𝑇. All items’ left subtrees and the nodes right 

subtree are empty. Therefore, the G+-node has no children and represents 

a leaf. 

2. Internal Node: Since |𝑀| > 1 and 𝑓 ∈ 𝑀 (Proposition 3), if some 𝑎 ∈ 𝐴 have 

rank ≥ 2, then 𝑟𝑎𝑛𝑘(𝑓) ≥ 2 and replicas of all items in 𝑀 are contained in 𝐷 

(Definition 6). so |𝐷| > 1. By Definition 8 a recursive construction is trig-

gered, and the node becomes an internal node. 

Along with the two base cases–an empty tree if 𝑇 = ∅ (Proposition 1) and a leaf node 

storing a single item if |𝑇| = 1 (Proposition 2)–these are all possible configurations for a 

G+-Tree. 

4.2.3.4 Subtrees and Node Boundaries 

Leveraging the previous insights, the recursive partitioning of 𝑇 ⊆ 𝑆′ into subtree sets is 

analyzed and how the items in 𝐷 establish node boundaries in subtrees. 

Variables used throughout this section are defined as follows: 

Let 𝑆 ⊆ 𝑈 be a nonempty set and 𝑇 ⊆ 𝑆′ be a set, where 𝑆′ represents the augmented set 

(Definition 3). Furthermore, let 𝑀 ⊆ 𝑇 be a set (Definition 5) and {𝑑0, 𝑑1, … , 𝑑|𝐷|−1} repre-

sent the replicas contained in 𝐷 (Definition 6) in ascending order. Let 𝔖 be a set data 

structure (Definition 7) and a G+-Tree be defined as in Definition 8.  

Definition 10: Boundary Item 

Define the boundary item of a G+-node as the item with the smallest key stored in 𝔖. Intui-

tively that is the leftmost item, as 𝔖 stores items in ascending order. 

Definition 11: Subtree Sets 

Define the subtree set of replica 𝑑𝑖 and the G+-node’s right subtree set as: 

𝑇𝑠𝑢𝑏(𝑑𝑖) = {𝑡 ∈ 𝑇 | 𝑑𝑖−1 ≼ 𝑡 ≺ 𝑑𝑖}       and       𝑇𝑠𝑢𝑏(𝑟) = {𝑡 ∈ 𝑇 | 𝑑|𝐷|−1 ≼ 𝑡}, 

respectively. Furthermore, define the subtree set of 𝑑0 as 𝑇𝑠𝑢𝑏(𝑑0) = ∅. 

Definition 12: Next Right Subtree 

Define the next right subtree of a replica 𝑑𝑖 to be the G+-Tree of 𝑇𝑠𝑢𝑏(𝑑𝑖+1). Additionally 

define the next right subtree of the replica 𝑑|𝐷|−1 as the G+-Tree of 𝑇𝑠𝑢𝑏(𝑟). 

Proposition 5: Propagate Replicas to Subtrees 
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For each replica 𝑑𝑖, there exists a unique 𝑡 ∈ 𝑇 with the same key as 𝑑𝑖, that is stored as 

the smallest element in its next right subtree. 

Proof (Sketch): By definition of 𝐷, each 𝑚 ∈ 𝑀 corresponds to exactly one 𝑑 ∈ 𝐷 with the 

same key and vice versa. Since 𝑀 ⊆ 𝑇, the items in 𝐷 that define the subtree sets 𝑇𝑠𝑢𝑏 

align exactly with the partitioning items {𝑡0, 𝑡1, … , 𝑡|𝐷|−1} in 𝑇 constituting the sets’ bounda-

ries: 

• For 0 ≤ 𝑖 < |𝐷| − 2 the set 𝑇𝑠𝑢𝑏(𝑑𝑖+1) contains all items 𝑡 ∈ 𝑇 that satisfy 

𝑑𝑖 ≼ 𝑡 ≺ 𝑑𝑖+1. Since 𝑡𝑖 corresponds to 𝑑𝑖 by key, 𝑡𝑖 is included in 𝑇𝑠𝑢𝑏(𝑑𝑖+1). 

Therefore, 𝑡𝑖 is included in the next right subtree of 𝑑𝑖 as its smallest item. 

• For 𝑖 = |𝐷| − 1, the set 𝑇𝑠𝑢𝑏(𝑟) contains all items 𝑡 ∈ 𝑇 that satisfy 𝑑|𝐷|−1 ≼

𝑡. Since 𝑡|𝐷|−1 corresponds to 𝑑|𝐷|−1 by key, 𝑡|𝐷|−1 is included in 𝑇𝑠𝑢𝑏(𝑟). 

Therefore, 𝑡|𝐷|−1 is included in the next right subtree of 𝑑|𝐷|−1 as its smallest 

item. 

Note that by Definition 11 and Proposition 1, the left subtree of the boundary item 𝑑0 is 

always an empty G+-Tree.  

4.2.3.5 Pivot Item 𝒇 as Boundary Item 

From Proposition 5, properties about the pivot item 𝑓 can be inferred, namely that it al-

ways constitutes a boundary item, if 𝑇 ≠ ∅. For this, it must be considered that there can-

not exist an item in 𝑇 ⊆ 𝑆′ that has a lower rank and a smaller key than 𝑓. This is done by 

examining 𝑓 in the root and infer items representing 𝑓 in corresponding subtrees. 

Variables used throughout this section are defined as follows: 

Let 𝑆 ⊆ 𝑈 be a nonempty set 𝑇 ⊆ 𝑆′ be a set where 𝑆′ represents the augmented set from 

Definition 3. Furthermore, let 𝑓 be the pivot item (Definition 4) and ⊥ be the dummy item 

as defined in Definition 2. Let a G+-Tree be defined as in Definition 8 and {𝑑0, 𝑑1, … , 𝑑|𝐷|−1} 

represent the replicas contained in 𝐷 (Definition 6) in ascending order. Additionally, let 

𝑇𝑠𝑢𝑏 be a subtree set of the node (Definition 11) and {𝑡0, 𝑡1, … , 𝑡|𝐷|−1} be the fully repre-

sented items in 𝑇 that each replica 𝑑𝑖 ∈ 𝐷 aligns with. 

Proposition 6: 𝒇 as Boundary Item 

The pivot item 𝑓 always constitutes the boundary item of a G+-node, if 𝑇 ≠ ∅. 

Proof (Sketch): The root of a G+-Tree is built on 𝑇 = 𝑆′, which includes ⊥ (Definition 3). By 

the definition of 𝑓 and ⊥, it follows that 𝑓 ∈ 𝑇 and 𝑓 = ⊥. Because 𝑆 ≠ ∅, and by the defini-

tion of 𝑆′ = 𝑆 ∪ {⊥}, |𝑆′| > 1, which implies |𝑇| > 1. By Proposition 4, if some 𝑎 ∈ 𝐴 satisfy 

𝑟𝑎𝑛𝑘(𝑎) = 1, then 𝑇 is stored in the node with 𝑓 as its boundary item, since ⊥ has a key 

smaller than any 𝑠 ∈ 𝑆. Again, by Proposition 4, if some 𝑎 ∈ 𝐴 satisfy 𝑟𝑎𝑛𝑘(𝑎) ≥ 2, then 

replicas of all 𝑎 ∈ 𝐴 and of 𝑓 = ⊥ are stored in the node, with that of 𝑓 as its boundary 
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item. By Proposition 5, 𝑡𝑖 is the smallest item of its next right subtree set 𝑇𝑠𝑢𝑏(𝑑𝑖+1) All 𝑡 ∈

𝑇𝑠𝑢𝑏(𝑑𝑖+1) ∖ {𝑡𝑖} must have a rank strictly less than all items in 𝐷 (Definition 6). Therefore, 

𝑡𝑖 satisfies the definition of 𝑓 and also of a boundary item for 𝑇𝑠𝑢𝑏(𝑑𝑖+1). From there in 

each recursive step a duplicate of 𝑡𝑖 is contained in 𝑇𝑠𝑢𝑏(𝑑𝑖+1) and stored in the corre-

sponding node constituting a boundary item until the condition for a leaf node is satisfied 

(Proposition 2 or Proposition 4). Accordingly, this applies to 𝑑|𝐷|−1 and 𝑡|𝐷|−1, respectively. 

4.2.3.6 Node Ranks and Layers 

Structural properties of a G+-Tree that Definition 8 implies have been examined in the pre-

vious steps. To aid validation in the upcoming section, two more definitions regarding 

global tree properties are provided. 

Definition 13: Node Rank 

Let 𝔖 be a set data structure as defined in Definition 7 and a G+-Tree be defined as in 

Definition 8.  

Define the rank of a G+-node as  

• the minimum rank among the items stored in 𝔖, if 𝔖 stores > 1 items and 

• 1, if 𝔖 stores exactly 1 item. 

The intuition for the former case is that it ignores the rank of a potentially higher-ranked 

replica 𝑓 propagated from a parent node, aligning with the definition for a G-Tree that has 

no such item 𝑓 (c.f. Farmer & Meyer, 2024, n.p.). This ensures that node ranks are as-

signed by the highest ranked items in 𝑇 ∖ {𝑓} that are not yet stored in a node on the path 

to the root. The latter case handles the case that single items with rank > 1 are be stored 

in leaf nodes (Proposition 2). This definition binds rank 1 to the leaf nodes, which provides 

uniformity by assigning all nodes that store the full representation of items the rank 1. This 

property that can be leveraged in subsequent analysis. 

Definition 14: G+-Tree Layer 

Let a G+-Tree be defined as in Definition 8. The 𝑖-th layer of a G+-Tree is the set of all G+-

nodes with the node rank 𝑖, arranged in ascending order by the keys of their items.  

4.2.4 Validation 

With the foundational structural properties of the tree defined in Definition 8 examined, this 

section validates them aligning with the G+-Tree properties derived from Farmer and Mey-

er (2024) outlined in section 4.2.2. It is referred to introduced definitions and propositions 

from previous sections where applicable. 

Property 1: A G+-Tree stores replicas of selected item’s keys in internal nodes. 
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If |𝑇| = ∅, the G+-Tree is empty containing no nodes (Definition 9). By Proposition 2, if 

|𝑇| = 1 the resulting G+-node is a leaf. Recall that 𝑓 is an item with maximum rank, and 

among those, the smallest key in 𝑇 (Definition 4). For |𝑇| > 1, if the maximum rank among 

the items in 𝑇 other than 𝑓 is ≥ 2 the G+-node stores replicas of those highest-ranked 

items including a replica of 𝑓 (Proposition 4, Definition 6, Definition 8). By Definition 8, the 

recursive case applies and by Proposition 5 each item in the node is contained in exactly 

one subtree set. Thus, the G+-node has children and cannot be a leaf. Therefore, it must 

be an internal node and Property 1 is satisfied. 

Property 2: Leaf Layer Stores the Full Representation of Each Item 

If |𝑇| = ∅, the G+-Tree is empty containing no nodes. By Proposition 2, if |𝑇| = 1 the re-

sulting G+-node is a leaf that stores the full representation of the items in 𝑇. If |𝑇| > 1 the 

resulting node stores the full representation of all items in 𝑇 in a leaf if the maximum rank 

among the items in 𝑇 other than 𝑓 is 1 (Proposition 4). These are the only two possible 

scenarios that yield a leaf node, since the former directly triggers the singleton case 

(Proposition B) and the latter yields the only alternative to Property 1), which constitutes 

an internal node. Therefore, Property 2 is satisfied. 

Property 3: Items in lower layers are sorted to the right of their replicas in higher 

layers. 

By Proposition 5 and Proposition 6, each item in a node (except for leaves) is contained in 

its next right subtree and constitutes a boundary item in its node. This makes the item in 

the next right subtree node a direct successor of its replica in the higher layer, which satis-

fies Property 3. 

Property 4: Items in a G+-Tree follow a total order by their key 

This means intuitively that the items in a G+-Tree are sorted from left to right. All items in 𝑇 

are totally ordered by their key (Definition 1) and. Property 3 guarantees that all items with 

the same key form a sequence on tree traversal from left to right, starting at the root. 

Since each G+-node stores items in ascending order (Definition 8) and for each node item, 

the items in its next right subtree are strictly less than the node’s successor item (Proposi-

tion 5), it is guaranteed the total order in the entire G+-Tree is preserved. Therefore, Prop-

erty 4 is satisfied. 

Property 5: Node boundaries are defined by the items in the layer above. 

By the definition of a boundary item (Definition 10), Property 4 and that for each node 

item, the items in its next right subtree are strictly less than the nodes successor item 

(Proposition 5) imply that Property 5 is satisfied. 

Property 6: A G+-Tree includes a dummy element ⊥ as the first item in each layer. 
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By Proposition 6, the root node contains ⊥ or a replica of ⊥ as its boundary item satisfying 

Property 6 for the root. By Proposition 6, ⊥ is the boundary item in the root and its left sub-

tree is always empty, which implies that ⊥ is a boundary item in the node with the smallest 

item keys in each layer, including the leaf layer. This satisfies Property 6. 

Property 7: The Item Rank Defines the Maximum Layer an Item or Replica is stored 

in. 

Ranks are defined over ℕ+ (Definition 1) and for replicas to be stored in a node, there 

must be at least two items in 𝑇 having a rank ≥ 2. Then the node stores replicas of those 

items in 𝑇 with a rank ≥ the highest rank among the items in 𝑇 excluding 𝑓 (Definition 5, 

Proposition 4). Hence, all other items in 𝑇 have a rank strictly smaller, as 𝑓 has the high-

est rank in 𝑇 (Definition 4). By Definition 13 and 14, a nodes rank is that of the rank of 

node items other than 𝑓 and the layer is equal to the node rank. If there are no two items 

in 𝑇 with rank ≥ 2, then 𝑇 is stored in a leaf node with rank 1. Thus, the maximum layer an 

item (or replica thereof) can be stored in is defined by its rank. Therefore, Property 7 is 

satisfied. 

It has been demonstrated that Definition 8 satisfies all structural properties 1-7 of a G+-

Tree derived from Farmer and Meyer (2024). Moreover, it represents a G+-Tree for a key-

value store aligning with the requirements for the RAS. 

This section defined the disposal of items in a G+-Tree. The leaf nodes can be linked in a 

practical implementation, but this is left optional, and it is not covered by the definition. 

4.3 G+-Tree – Insert and Update 

Farmer and Meyer (2024) provide recursive algorithms for insertion and deletion in G-

Trees. Building on their work, this section introduces the first algorithm for insertion and 

update in G+-Trees. However, due to the scope and limitations of this thesis, a detailed 

explanation of the deletion algorithm will be omitted. Additionally, the proposed algorithm 

is a theoretical derivation based on the G+-Tree definition in Section 4.2.2. Its primary aim 

is to facilitate future implementations, which are beyond the scope of this work. 

4.3.1 Preliminaries 

Algorithm 1 describes the procedures for inserting and updating key-value pairs in a G+-

tree. The design adopts an iterative approach to deliver a memory-efficient solution with a 

time complexity of 𝑂(log(𝑛)) and a space complexity of 𝑂(𝑘), compared to 𝑂(log(𝑛)) 

when recursion is used. It represents a general solution for the abstract G+-Tree, inde-

pendent of the specific underlying set data structure. Operations that involve modifying 

items within the set data structure are expressed in set notation.  
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Since the size of a G+-node is constant with high probability, the number of items in the 

underlying set data structure remains constant with high probability. Consequently, set 

operations can be implemented with 𝑂(𝑛) execution time, ensuring that the algorithm's 

asymptotic performance does not degrade (c.f. Farmer & Meyer, 2024, 5 Algorithms). Al-

gorithm 2 introduces helper functions that may be called by Algorithm 1. 

It is important to note that the algorithm assumes a G+-Tree that do not collapse paths 

containing only duplicates of a single item. While this slightly deviates from the formal def-

inition of a G+-Tree it simplifies the algorithm significantly. The resulting structure still re-

tains all the properties validated in Section 4.2.4, but with some extra nodes.  

Algorithmic decisions that include item or tree selection are always based on the items’ 

keys, which determine the item order in the tree. However, to facilitate readability, when 

tree items are compared by their key’s values, it is only referred to the items themselves, 

not their keys. If the distinction between attributes is relevant, these are mentioned explic-

itly.  

Algorithm 1 assumes that the 𝑟𝑜𝑜𝑡 node storing the items with maximal rank is a global 

variable that can be accessed from within any function. The variable 𝑐𝑢𝑟 refers to the cur-

rent node that is being processed and 𝑥𝑖𝑡𝑚 to the current node’s item 𝑥 that is being in-

serted or updated. It can refer to both either the original item or a replica. Similarly, 𝑥𝑛𝑒𝑥𝑡 

denotes the successor item of 𝑥𝑖𝑡𝑚 in 𝑐𝑢𝑟. The variable 𝑥𝐻𝑖𝑔ℎ𝑒𝑠𝑡 denotes if 𝑥𝑖𝑡𝑚 is greater 

than the greatest element in the current nodes set. Equivalently to 𝑐𝑢𝑟, the previously vis-

ited node is referred to by 𝑝𝑟𝑒𝑣. Any variable name containing this prefix denotes the cor-

responding entity in 𝑝𝑟𝑒𝑣. Node or item attributes such as subtrees or a node’s set are 

denoted as 𝑐𝑢𝑟. 𝑠 or 𝑥𝑖𝑡𝑚. 𝑙 for the current node’s item set or the left subtree of the current 

𝑥 item, respectively. Item variables that do not contain values and tree variables that rep-

resent the empty tree are referred to as NIL. 

4.3.2 Algorithm 

The procedure Insert in Algorithm 1 takes a single item 𝑥 as an argument that is being 

inserted or updated, depending on the presence of an 𝑥𝑖𝑡𝑚 in the G+-Tree. Insert can be 

separated into two phases. Phase 1 is an initialization phase preparing and finding the 

first node an 𝑥𝑖𝑡𝑚 can be inserted in based on its rank. Phase 2 executes the actual inser-

tion or update. 

Phase 1 starts at the root and compares the rank of 𝑥 with the root’s rank. If the root is 

empty, a single leaf node with rank 1 only containing the dummy item is created. If 𝑥 has a 

higher rank than the root, the function BuildPathToRank is called that creates parent 

nodes each with ranks incremented by 1 above–only containing the dummy item–until the 

rank matches the rank of 𝑥.  
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Algorithm 1: Iterative Insertion and Update (G+-Tree) 
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Algorithm 2: Helper Procedures (Algorithm 1) 

After that the function TraverseToInitNode is called which traverses to the initial node with 

matching rank respecting the key order in the tree. Note that this function returns the root 

if BuildPathToRank has been called earlier. At each node with non-matching rank the 

function continues traversal at the subtree that an 𝑥𝑖𝑡𝑚can belong to. As the left subtree of 

an item 𝑠𝑖 ∈ 𝑐𝑢𝑟.s can only contain items that are smaller than 𝑠𝑖 and larger than or equal 

to 𝑠𝑖−1, the left subtree of the smallest item that is greater than 𝑥 is chosen to continue 

traversal on. If such an item does not exist, traversal continues at the node’s right subtree, 

which can only contain items equal to or greater than the greatest item in 𝑐𝑢𝑟.s. 

Phase 2 starts at the initial node and incorporates two workflows. An update workflow and 

an insertion workflow. Since actions between both overlap, they are processed within a 

single while loop. Each loop iteration acts on the current node depending on the presence 

of an 𝑥𝑖𝑡𝑚 and then descends to a child. The procedure returns, when the current iteration 

has processed a leaf node.  

If the procedure finds an 𝑥𝑖𝑡𝑚 at the initial node, this means that replicas of this item are 

already present in all layers below and need not to be inserted. Instead, the traversal con-

tinues equivalent to TraverseToInitNode until the leaf node is reached, where the value of 

the encountered 𝑥𝑖𝑡𝑚 is being updated. 

If 𝑐𝑢𝑟 does not contain an 𝑥𝑖𝑡𝑚 after Phase 1, then 𝑥 must be inserted in the leaf layer and 

replicas of 𝑥 in all layers above up to and including 𝑐𝑢𝑟, preserving the global key order. 

Insertion is done top-down. If 𝑥 has a rank higher than 1, a node split in the layers with 

lower rank is guaranteed, as higher rank items represent node boundaries in all layers 

below. However, the initial insertion node is not split, as it is the first and unique node in 

the entire tree reachable from the root where an 𝑥𝑖𝑡𝑚 can be inserted in (see 4.4.3). Thus, 

there can be no 𝑥𝑖𝑡𝑚 in the upper layers causing a node boundary in the initial node. 
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Variables referring to items and nodes processed in the previous loop iteration are initial-

ized with NIL before the function enters the loop. These include the previous node 𝑝𝑟𝑒𝑣, 

the previously inserted item 𝑝𝑟𝑒𝑣𝑋𝑖𝑡𝑚, its successor 𝑝𝑟𝑒𝑣𝑋𝑛𝑒𝑥𝑡 and the left node resulting 

from a node split in the previous iteration 𝑝𝑟𝑒𝑣𝐿𝑁𝑜𝑑𝑒.  

The first iteration inserts the corresponding 𝑥𝑖𝑡𝑚 in the current node without a split. Before 

insertion its left subtree 𝑥𝑖𝑡𝑚.l is assigned with the left subtree of its successor 𝑥𝑛𝑒𝑥𝑡.l, if a 

successor exists, otherwise it is assigned the nodes right subtree. This enables concur-

rent searches, that would be hindered if 𝑥𝑖𝑡𝑚 was inserted with an empty left subtree 

blocking tree parts.  

The workflow is generally designed to insert an item in one iteration and finalize the sub-

tree updates in the subsequent iteration. After the initial insertion the traversal continues 

to 𝑥𝑛𝑒𝑥𝑡.l or 𝑐𝑢𝑟.r, respectively.  Subsequent iterations split the node at 𝑥 into a left node 

𝑙𝑁𝑜𝑑𝑒 and a right node 𝑟𝑁𝑜𝑑𝑒 and insert 𝑥𝑖𝑡𝑚 as the smallest element in 𝑟𝑁𝑜𝑑𝑒. For this 

𝑟𝑁𝑜𝑑𝑒 is created as a new node with an item set consisting of copies of the items greater 

than 𝑥𝑖𝑡𝑚 in 𝑙𝑁𝑜𝑑𝑒. For the time being, the left node maintains all its items to keep poten-

tial concurrent search requests operational.  

 

Figure 4: Subtree Reassignment (Second Iteration) 

Second while loop iteration of Algorithm 1 after key 18 has been inserted into the init node in the 

first iteration. Black arrows represent subtree assignments that remain unchanged. Dashed ar-

rows denote references that are being removed and blue arrows refer to references that are be-

ing added. Light purple items are removed after references have been updated 

Figure 4 visualizes the second loop iteration for an 𝑥𝑖𝑡𝑚 with key 18 after it has been in-

serted into the initial node. The right subtree of 𝑙𝑁𝑜𝑑𝑒 becomes the right subtree of 𝑟𝑁𝑜𝑑𝑒 

and the right subtree of 𝑙𝑁𝑜𝑑𝑒 becomes the left subtree of 𝑥𝑛𝑒𝑥𝑡. If such an item does not 

exist 𝑙𝑁𝑜𝑑𝑒.r is not updated as it would be assigned 𝑟𝑁𝑜𝑑𝑒.r, which it already refers to.  

If the current iteration processes leaf nodes, then they are linked before assigning them as 

subtrees to the upper layer. At first, 𝑟𝑁𝑜𝑑𝑒 is assigned to the left subtree of 𝑝𝑟𝑒𝑣𝑋𝑛𝑒𝑥𝑡. If 
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such an item does not exist it is assigned to the right subtree of 𝑝𝑟𝑒𝑣. After that the items 

that were copied to 𝑟𝑁𝑜𝑑𝑒 can be removed from 𝑙𝑁𝑜𝑑𝑒, which is then assigned to the left 

subtree of 𝑝𝑟𝑒𝑣𝑋𝑖𝑡𝑚.  

Since boundary items have empty left subtrees (Proposition 5), depending on a node split 

in the previous iteration, 𝑙𝑁𝑜𝑑𝑒 is only assigned to 𝑝𝑟𝑒𝑣𝑋𝑖𝑡𝑚, if 𝑝𝑟𝑒𝑣𝐿𝑁𝑜𝑑𝑒 is NIL, other-

wise it is assigned to the right subtree of the previous left node 𝑝𝑟𝑒𝑣𝐿𝑁𝑜𝑑𝑒.l (Figure 5). 

After an iteration that inserted an 𝑥𝑖𝑡𝑚, a single subtree in the layer below is referred to 

twice from the current layer. This subtree is where traversal continues in the next iteration, 

repeating the process and eliminating the double assignment. 

 

Figure 5: Subtree Reassignment (Iteration 𝒊 > 𝟐)  

While-loop iteration 𝒊 > 𝟐 for Algorithm 1. The previous iteration resulted in a node split. Arrows 

are denoted the same as in Figure 4. The subtree with node items {𝟏𝟑, 𝟏𝟕, 𝟏𝟗} is referred to by 

the left subtree of 𝟐𝟑 and the right subtree of 𝒍𝑵𝒐𝒅𝒆. This is where traversal continues. 

As described the algorithm efficiently performs update and insert for G+-trees. It is an iter-

ative algorithm that requires a single top-down traversal to complete. In each loop iteration 

the algorithm performs a constant number of actions at connected nodes and traverses 

descends to a child node after processing. Consequently, the time complexity for an insert 

or update operation is equal to the tree height which is in 𝑂(log(𝑛)) with high probability. 

The space complexity is in 𝑂(𝑘), where 𝑘 is the expected node size.  

The algorithm handles insertions and subtree assignments in a way that allows concurrent 

searches without blocking any tree parts.   

4.4 RBSR with Non-Homomorphic Hash Functions 

RBSR (Meyer, 2023) is a technique for reconciling two sets over a network. It includes 

recursively partitioning the sets and comparing fingerprints of the partitions to identify dif-
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ferences. Meyer (2023) provides an algorithm efficiently computing the fingerprint for an 

arbitrary finite item range in 𝑂(log(𝑛𝑖)) time, where 𝑛𝑖 is the number of items in a peer’s 

dataset. 

The algorithm is designed for binary search trees that can have different representations 

for the same item set. It requires homomorphic hash functions (Maitin-Shepard et al., 

2016) to enable aggregation of fingerprints for different tree structures. The hash digests 

however have lengths of several thousand bits.  

Merkle Search Trees (MSTs) are history-independent data structures that utilize traditional 

secure hash functions to uniquely represent item ranges, which makes them more space 

efficient. However, this binds range comparisons to node boundaries, as traditional hash 

functions are not homomorphic, which prevents arbitrary range computations by aggregat-

ing hashes. Since they utilize a (pseudo-) randomized data structure, node boundaries 

may not represent optimal split points for subranges, which may degrade reconciliation 

performance. 

This section describes an algorithm that enables fingerprint computation for arbitrary 

ranges on history-independent search tree data structures with non-homomorphic hash 

functions that have digest length of a few hundred bits in 𝑂(log(𝑛𝑖)) time. This overcomes 

the limitations of MSTs that are bounded to range sizes aligning with non-optimal node 

boundaries. 

The basic RBSR protocol (Meyer, 2023) used for the RAS remains unchanged. The algo-

rithm in this section efficiently calculates the unique root hash of a single arbitrary item 

range in a G+-tree using a traditional, non-homomorphic hash function. 

The algorithm builds on an idea from A. Meyer and K. Scherer (personal communication, 

2024) to use recursion for concatenating and hashing node items and subtrees to make 

the use of non-homomorphic hash functions possible. It uses a similar traversal strategy 

as RBSR, but instead of iteratively traversing the left and right boundaries of the range in 

the tree, it recurses on boundary subtrees. Instead of aggregating hashes this algorithm 

computes a single hash per node it recurses on. For this, item hashes and subtree labels 

are concatenated respecting the total order of keys in the tree and the concatenated string 

is hashed. 

The subtrees that should be recursed on at any given point are those, whose item range 

can contain items inside and outside the range. For those subtrees where it is known that 

it can contain items only outside or only inside the range, can be either discarded or their 

label can be read to be included in the ranges hash computation, respectively. To facilitate 

the description of the algorithm design, the term of a boundary subtree (Figure 6) is de-

fined. 
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4.4.1 Boundary Subtree 

 

Figure 6: Boundary Subtrees 

Boundary subtrees (grey) of an example G+-tree for the range [27,60). 

Definition 15: Boundary Subtree 

Let 𝑈′ = 𝑈 ∪ {⊥}, where 𝑈 is the universal set of items. Let 𝑇 ⊆ 𝑆′ be a set, where 𝑆′ rep-

resents the augmented set (Definition 3) and {𝑑0, 𝑑1, … , 𝑑|𝐷|−1} represent the replicas con-

tained in 𝐷 (Definition 6) in ascending order. Furthermore let 𝑇𝑠𝑢𝑏(𝑑𝑖) and 𝑇𝑠𝑢𝑏(𝑟) be de-

fined as in Definition 11 and [𝑥, 𝑦) be an item range, where 𝑥, 𝑦 ∈ 𝑈′. Let 𝑘𝑒𝑦(𝑑−1) = −∞ 

and the subtree ranges of 𝑇𝑠𝑢𝑏(𝑑𝑖) and 𝑇𝑠𝑢𝑏(𝑟) be: 

𝑅𝑠𝑢𝑏(𝑑𝑖) = {
(−∞, 𝑘𝑒𝑦(𝑑𝑖)), if 𝑘𝑒𝑦(𝑑𝑖−1) = −∞,

[𝑘𝑒𝑦(𝑑𝑖−1), 𝑘𝑒𝑦(𝑑𝑖)), otherwise.
 

𝑅𝑠𝑢𝑏(𝑟) = [𝑘𝑒𝑦(𝑑|𝐷|−1), ∞), 

respectively. The G+-Tree of the set 𝑇 is a boundary subtree if it is the root, i.e. 𝑇 = 𝑆′. 

Furthermore, The G+-Tree of the set 𝑇𝑠𝑢𝑏 is a boundary subtree if the item range it is de-

fined over, 𝑅𝑠𝑢𝑏, overlaps with both the inside range [𝑥, 𝑦) and the outside range 

(−∞, 𝑥) ∪ [𝑦, ∞): 

𝑅𝑠𝑢𝑏 ∩ [𝑥, 𝑦) ≠ ∅    ∧     𝑅𝑠𝑢𝑏 ∩ ((−∞, 𝑥) ∪ [𝑦, ∞)) ≠ ∅ 

Note that a boundary subtree is only defined over ranges not over the items it contains. 

This means that the item set of a boundary subtree 𝑇𝑠𝑢𝑏 may only contain items inside the 

range. This can be seen in Figure 6 for the boundary subtree of 𝑇𝑠𝑢𝑏 = {53, 59}. 𝑇𝑠𝑢𝑏 only 

contains items inside the range [27, 60), but its subtree range 𝑅𝑠𝑢𝑏 = [53, 61) would allow 

for an item 60 to be included, which is outside of [27, 60). Therefore, it is a boundary sub-

tree. 

4.4.2 Preliminaries 

Each G+-node in a G+-Tree is the root of a subtree 𝑡 that contains all the nodes reachable 

by traversing down. All items in the G+-Tree form a global linear order ≼, represented by 
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their keys. Two items 𝑖, 𝑗 with keys 𝑘𝑒𝑦(𝑖) and 𝑘𝑒𝑦(𝑗), respectively, where 𝑘𝑒𝑦(𝑖) = 𝑘𝑒𝑦(𝑗) 

are ordered 𝑖 ≺ 𝑗, if 𝑖 is stored in a higher layer than 𝑗. Note that the G+-Tree design does 

not allow that two items with the same key are stored in the same layer. It is assumed that 

each node is labeled with a hash that uniquely represents all items stored in its subtrees, 

comparable to a Merkle Tree. The label is computed by concatenating the nodes items 𝑖, 

their left subtree labels 𝑖. 𝑙. 𝑙𝑎𝑏𝑒𝑙 and the node’s one right subtree label 𝑡. 𝑟. 𝑙𝑎𝑏𝑒𝑙 in the 

following order: (𝑖1. 𝑙. 𝑙𝑎𝑏𝑒𝑙, 𝐻(𝑖1), … , 𝑖𝑛. 𝑙. 𝑙𝑎𝑏𝑒𝑙, 𝐻(𝑖𝑛), 𝑡. 𝑟. 𝑙𝑎𝑏𝑒𝑙). This matches the global 

order of all items in the entire tree. However, as the range boundaries in RBSR can be 

arbitrary, most of the time, they might not match the node boundaries in the G+-Tree. 

Thus, the range hash cannot be computed by simply aggregating the labels iteratively as 

done in the original RBSR algorithm (c.f. Meyer, 2023, p. 65). To compute a single item 

range hash, the algorithm is designed recursively to traverse the tree to hash items and 

concatenate labels inside the range, while discarding items outside (Algorithm 3).  

The term NIL denotes the empty tree when used for tree variables and the absence of a 

value when used for item variables. Farmer and Meyer (2024) proposed to sort duplicate 

items to the root of the next right subtree of their copies of higher rank (c.f. Farmer & 

Meyer, 2024, Appendix B). This can be either the left subtree of next largest item in the 

current node set or the node’s right subtree, if such an item does not exist. This property 

will be leveraged in Algorithm 3. The main function HashRange takes a tree 𝑡, a lower 

range boundary 𝑥, a higher range boundary 𝑦, and two Boolean variables 𝑙𝑒𝑓𝑡 and 𝑟𝑖𝑔ℎ𝑡 

as input. The range 𝑟𝑎𝑛𝑔𝑒 = [𝑥,𝑦) includes any 𝑥 element and excludes any 𝑦 element. 

When the term range is used in the following, it refers to this range. It is required that 𝑥 <

𝑦, however, it can be easily extended to allow 𝑥 = 𝑦, in which case the root hash of the 

entire tree 𝑡. 𝑙𝑎𝑏𝑒𝑙 is returned.  

The algorithm creates the temporary subset 𝑠𝑢𝑏𝑠 at each node it encounters and includes 

only those items that are inside the range. If 𝑠𝑢𝑏𝑠 is not empty, there are two candidates 

for boundary subtrees to continue traversal. The candidate for the left or lower boundary 

subtree 𝑙, is the left subtree of the smallest item 𝑠𝑡𝑎𝑟𝑡 in 𝑠𝑢𝑏𝑠, which is equal to or greater 

than 𝑥. All items 𝑠𝑡𝑎𝑟𝑡. 𝑙 can contain are strictly smaller than 𝑠𝑡𝑎𝑟𝑡 and equal to or larger 

than any of 𝑠𝑡𝑎𝑟𝑡’s predecessors in the current node. As 𝑠𝑡𝑎𝑟𝑡 is the smallest item in 𝑠𝑢𝑏𝑠 

and any predecessor is smaller than 𝑥 and therefore outside the range, 𝑠𝑡𝑎𝑟𝑡. 𝑙 is a candi-

date for a left boundary subtree, while the left subtrees of all predecessors cannot be 

boundary subtrees. A special case needs to be considered when 𝑠𝑡𝑎𝑟𝑡. 𝑘𝑒𝑦 = 𝑥. In this 

case, it is guaranteed that 𝑠𝑡𝑎𝑟𝑡. 𝑙 does not contain items within the range. Thus, it cannot 

be a boundary subtree. To denote that this subtree must not be processed, 𝑠𝑡𝑎𝑟𝑡. 𝑙 is set 

to NIL in Algorithm 3. Similarly, a candidate for a right boundary subtree 𝑟 can be defined 

as the next right subtree of the greatest item 𝑒𝑛𝑑 in 𝑠𝑢𝑏𝑠. The items in this subtree must 

either be equal to or greater than 𝑒𝑛𝑑. If 𝑒𝑛𝑑 has a successor item 𝑦𝑛𝑒𝑥𝑡 in the current 

node, the candidate for the right or upper boundary subtree 𝑟 becomes its left subtree 

𝑦𝑛𝑒𝑥𝑡. 𝑙. This holds, because 𝑒𝑛𝑑 < 𝑦 ≤ 𝑦𝑛𝑒𝑥𝑡, which guarantees that the boundary sepa-

rating the items in range from those outside the range falls within 𝑦𝑛𝑒𝑥𝑡 . 𝑙. Note that the 
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boundary item can be the greatest item in this subtree and no item outside the range is 

contained in 𝑦𝑛𝑒𝑥𝑡. 𝑙. However, this does not contradict the definition of a boundary sub-

tree, which only states that it can contain items inside and outside the range, but not has 

to. The left subtrees of any successor of 𝑦𝑛𝑒𝑥𝑡 cannot be boundary subtrees, as they are 

guaranteed to contain only items greater than 𝑦. If 𝑒𝑛𝑑 does not have a successor, the 

candidate for the right boundary subtree is the node’s right subtree 𝑡. 𝑟. 

In the case a node does not contain a range item, there exists only one boundary subtree, 

which is the left subtree of the smallest item larger than 𝑥, 𝑥𝑛𝑒𝑥𝑡. 𝑙, or 𝑡. 𝑟, if no item 𝑥𝑛𝑒𝑥𝑡 

exists. Any left subtree of items smaller than 𝑥 contains items strictly less than 𝑥 and any 

subtree of items larger than 𝑥𝑛𝑒𝑥𝑡 has items equal to or larger than 𝑦 in its subtree, other-

wise 𝑥𝑛𝑒𝑥𝑡 would be a range item. If no item larger than 𝑥 exists, 𝑡. 𝑟 is the boundary sub-

tree. 

4.4.3 Algorithm 

On calling HashRange with an empty tree the recursion anchor is triggered, and the hash 

of the empty string is returned. Otherwise, a subset 𝑠𝑢𝑏𝑠 is created that contains the cur-

rent node’s items that are inside the range. If 𝑠𝑢𝑏𝑠 is empty, no further action is taken, and 

it is recursed on the node’s boundary subtree. Those items in 𝑠𝑢𝑏𝑠, whose left subtrees 

are non-boundary subtrees are hashed and their hashes concatenated with their left sub-

tree labels by the function HashSet preserving the items order. At any node three main 

cases are distinguished for computing its hash and identifying its boundary subtrees. The 

variables 𝑙𝑒𝑓𝑡 and 𝑟𝑖𝑔ℎ𝑡 indicate which boundary subtree the current recursion step be-

longs to, relative to a previously identified higher-ranked item inside the range. It is re-

quired that both cannot be true at the same time.  

1. Case:  𝑙𝑒𝑓𝑡 = 𝑟𝑖𝑔ℎ𝑡 = false:  

The main function HashRange is initially called with 𝑙𝑒𝑓𝑡 = 𝑟𝑖𝑔ℎ𝑡 = false. This signals that 

the function does neither process a left nor a right boundary subtree at the current func-

tion execution and in any previous recursion step, no item inside the range has been 

found, which holds for the initial function call. If 𝑠𝑢𝑏𝑠 is empty for the current node, 𝑙𝑒𝑓𝑡 

and 𝑟𝑖𝑔ℎ𝑡 are passed to the recursive call of its boundary subtree without modification. 

This procedure continues until the first node is encountered that has at least one element 

inside the range. This node is unique and closer to the root than any other node in the tree 

that also contains range items. Note that in a G+-Tree node boundaries are determined by 

items with higher rank in the layer above (c.f. Farmer & Meyer, 2024, n.p.). As all items 

are linearly ordered, two nodes that both contain items within the range must have a 

common ancestor node that contains the nodes’ boundary item, which is also inside the 

range. Consequently, the algorithm would have encountered that one in an earlier recur-

sion step. This node is the root of the subtree with the lowest rank in the tree that contains 
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all items inside the range stored in the local dataset. When the algorithm encounters this 

root, two recursive calls are done.  

The first call is on the left boundary subtree candidate 𝑙. To signal subsequent function 

executions that a left boundary subtree is processed, the function is called with 𝑙𝑒𝑓𝑡 = true 

and 𝑟𝑖𝑔ℎ𝑡 = false. The second call is on the right boundary subtree candidate 𝑟. Equiva-

lently to the first call, it is called with 𝑟𝑖𝑔ℎ𝑡 = true and 𝑙𝑒𝑓𝑡 = false.  

The result of the call on the left boundary subtree is concatenated with the hash of 𝑠𝑡𝑎𝑟𝑡, 

the result of HashSet and the result of the call on the right boundary subtree. The concat-

enated string is hashed and returned. 

 

Algorithm 3: RBSR with non-homomorphic hash functions 
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2. Case: 𝑙𝑒𝑓𝑡 = true 

When processing a node in a left boundary subtree only its left boundary subtree candi-

date is a boundary subtree. If the node contains range items, the linear order and the fact 

that it is inside a left boundary subtree, guarantees that any node item greater than 𝑠𝑡𝑎𝑟𝑡 

and the items in their left subtrees as well as all items in the node’s right subtree are in-

side the range. Thus, instead of recursing on the right boundary subtree, its label is read 

and concatenated with the returned hash from the left call, the hash of 𝑠𝑡𝑎𝑟𝑡 and the result 

of HashSet. The result is hashed and returned.  

3. Case: 𝑟𝑖𝑔ℎ𝑡 = true  

This value signals that the node currently processed is inside a right boundary subtree. 

That means that any item in the node and its subtree smaller than 𝑒𝑛𝑑 are inside the 

range and only the right boundary subtree candidate is a boundary subtree on which must 

be recursed. As no recursion must be done on a left subtree of an item inside 𝑠𝑢𝑏𝑠, all 

items can be passed to HashSet and the result concatenated with the return hash from 

the right recursive call. The concatenated hashes are hashed and returned. 

If the root of the G+-Tree that contains all items in the local dataset is passed to Hash-

Range at the initial function call, the algorithm only recurses on boundary subtrees until 

the leaf layer is reached. Leaf nodes contain only empty subtrees, fulfilling the recursion 

anchor condition, after which the hashes are propagated up the tree. As there exist only 

one root node for the items inside the range, this is the only node in the G+-Tree where 

HashRange makes two recursive calls, recursing on the left and right boundary subtree. 

On any other node, only one recursive call is done, which preserves the time complexity 

of 𝑂(log(𝑛)) of the RBSR algorithm proposed by Meyer (2023).  

 

Figure 7: Unique Fingerprint Tree (Algorithm 3) 

Unique tree resulting from Algorithm 3 for the items in range [𝟐𝟕, 𝟔𝟎) in Figure 6. Grey nodes 

correspond to boundary subtree items in the range. 
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Algorithm 3 creates a unique tree (Figure 7) for any item range on-demand by recursing 

on boundary subtrees and hashing concatenations of item and subtree hashes in order. It 

effectively computes the root hash this unique tree in 𝑂(log(𝑛)) time. Due to the need for 

recursion on 2 boundary subtree paths it has a space complexity of that of the tree height, 

which is 𝑂(log 𝑛). 

Using RBSR with non-homomorphic hash functions provides a strong and efficient securi-

ty mechanism against faulty data and item organization violating the corresponding tree 

structure. This however comes at the cost of requiring 𝑂(log(𝑛)) memory for a single 

range computation, which is more than the memory required for traditional RBSR defined 

for binary search trees, which is 𝑂(1). 
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5 Implementation and Deployment 

This section outlines the implementation of the Research Agent Service (RAS), which 

complements the functionality of Storage Agents by focusing on collecting data from web-

sites. The RAS demonstrates the foundational behaviors necessary for a modular Re-

search Agent Service. 

The RAS operates autonomously in a continuous loop, periodically fetching questions 

from a prediction market (aiomen.eth.limo, n.p.). These questions are stored locally and 

are sequentially processed. Each question serves as a search query to retrieve URLs via 

the Google Search Engine API (Google LLC, n.p.). The retrieved URLs are processed 

individually. Their content is extracted and divided into manageable text chunks. 

To support efficient storage and high performance retrieval, the text chunks are converted 

into vector embeddings using the OpenAI Embeddings API (OpenAI, n.d.). Since Storage 

Agents are not yet implemented, these vector embeddings, along with their corresponding 

text chunks, are uploaded to the InterPlanetary File System (IPFS) (IPFS, n.d.). This pro-

cess involves downloading the existing embedding file, adding the new embeddings and 

text chunks, and re-uploading the updated file. 

The agent continuously monitors the prediction market platform for new questions. When 

new questions are posted, they are added to the list of URLs to be processed, ensuring 

ongoing data collection.  

The RAS is currently deployed on the Olas protocol (Hehemann, 2024a), which provides a 

framework for deploying and coordinating agent services. Future iterations will include 

deployment of Storage Agents, enabling interaction between these agents and the RAS. 

Note that the data collection task, currently performed by the deployed RAS, may be im-

plemented as a Proof of Active Agent (PoAA) setup in future extensions, enabling decen-

tralization and concurrent data collection by several deployed Collection Agents. 

The integration of a PoAA setup for Storage Agents will shift the storage and retrieval re-

sponsibilities from IPFS, which serves as a temporary solution for demonstrative purpos-

es, to Storage Agents, leveraging the high performance storage and retrieval, and syn-

chronization capabilities as discussed in the theoretical foundation of this thesis. 

Although the RAS implementation available on GitHub (Hehemann, 2024b) is not fully 

functional at the time of writing, it represents an essential first step toward a modular and 

scalable Research Agent Service. Note that minor adjustments in the history of the reposi-

tory were made by external contributors. These are however limited to small changes fix-
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ing errors. The main contribution is done by the author as can be seen in the commit his-

tories. 
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6 Conclusion 

The primary goal of this thesis was to contribute to the development of a Research Agent 

Service (RAS) within the framework of the OLAS protocol. This goal was addressed by 

focusing on two integral components: data storage and retrieval, and synchronization. The 

research concentrated on data structures and synchronization of an eventually consistent, 

large-scale replicated database for Storage Agents, that can deliver relevant web content 

in response to natural language queries suitable for usage in Retrieval Augmented Gen-

eration (RAG). Limitations of current synchronization data structures and reconciliation 

techniques were identified and adapted.  

The main contribution of this thesis includes the adaptation of existing data structures and 

reconciliation algorithms to align with the goals outlined for Storage Agents in Section 1.2. 

These contributions are as follows: 

1. The introduction of Gk-trees: A variant of G-trees that mitigates the per-

formance degradation of tree operations caused by maliciously crafted da-

tasets, reducing the complexity from 𝑂(𝑛) to 𝑂(log2(𝑛)) with high probabil-

ity. 

2. A formal definition of G+-trees: Providing a structured foundation for fur-

ther development and implementation 

3. An iterative algorithm for G+-Tree operations: Supporting insert and up-

date operations with a time complexity of 𝑂(log(𝑛)) and a space complexity 

of 𝑂(𝑘) with high probability, while enabling concurrent search operations. 

4. An adaptation of Range-Based Set Reconciliation: Designed for G+-

trees using non-homomorphic hash functions, which require less storage 

compared to homomorphic hash functions. 

This conclusion highlights the accomplishments relative to the goals defined for Storage 

Agents, summarizing key findings from Chapter 3 and their practical adaptations in Chap-

ter 4. Additionally, limitations of proposed solutions are addressed and suggestions for 

future research are provided. 

6.1 Achievement of Goals 

This section summarizes the key findings and contributions meeting the goals and re-

quirements defined for this thesis. 
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6.1.1 Efficient data Storage and Retrieval 

Chapter 3 identified state-of-the-art data structures, specifically vector indices and Approx-

imate Nearest Neighbor Search (ANNS) algorithms, as foundational elements for efficient 

storage and retrieval. Among the analyzed approaches, the hybrid disk-memory system 

SPFresh, which is an extension of the graph and cluster-based SPANN index supporting 

fresh updates was identified as the optimal solution for the Storage Agent due to its bal-

ance of memory efficiency, search latency, and update performance. 

SPFresh efficiently stores and retrieves relevant text chunks from websites related to user 

queries facilitating RAG. 

6.1.2 Synchronization Across Storage Agents 

Achieving strong eventual consistency (SEC) was identified as a critical requirement for 

synchronization in Chapter 3. Conflict-Free Replicated Data Types (CRDTs), especially 

state-based CvRDTs, were identified as mechanisms that provide sufficient conditions to 

achieve SEC without requiring global consensus. 

Additionally, Chapter 3 revealed a key requirement for CvRDTs, history-independence, 

which is necessary when agents may receive updates in different orders. History-

independence was found to not be achievable with state-of-the-art vector indices support-

ing large-scale ANNS. Consequently, it was decided to maintain two separate data struc-

tures, SPFresh as a vector index and a history-independent data structure for efficient 

synchronization facilitating SEC. 

Among the analyzed history-independent data structures, G+-trees were identified as an 

optimal solution due to their efficiency in random tree operations as well as their support 

for fast sequential processing and efficient utilization of secondary storage. However, they 

lack a formal definition and efficient algorithms, as they were only introduced informally as 

an extension of G-trees. 

The analyzed memory efficient set reconciliation techniques such as those defined for 

Merkle Search Trees and Range-Based Set Reconciliation (RBSR) revealed individual 

drawbacks, potentially leading to either reduced reconciliation performance due to ranges 

fixed to node boundaries or increased storage requirements due to the usage of storage 

intensive homomorphic hash functions, respectively. 

Chapter 4 addressed the limitations of G+-trees and RBSR, providing a formal definition 

for G+-trees, along with an efficient iterative algorithm for insertions and updates, and 

adapting RBSR enabling the use of non-homomorphic hash functions. These contribu-

tions enable Storage Agents to efficiently identify and resolve dataset differences for arbi-

trary range splits during pairwise synchronization. The integration of history-independent 

G+-trees with RBSR for non-homomorphic hash functions enhances the robustness and 
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security of synchronization, especially in environments with high agent turnover and byz-

antine behavior. 

6.1.3 Addressing Byzantine Behaviour and Limited Resources 

A challenge identified in Chapter 3 was that CRDTs assume non-byzantine processes. It 

was found that with an epidemic dissemination strategy Storage Agents can tolerate up to 

𝑛 − 1 crashed agents, while maintaining SEC. According to the requirement for memory-

efficiency, a synchronization technique for MSTs and RBSR were identified as synchroni-

zation techniques. Both allow efficient detection of malicious agents sending faulty data or 

items organized in a way violating the corresponding data structures, by leveraging robust 

hashing techniques.  

Another identified challenge was that G-trees, respectively G+-trees are susceptible to 

maliciously crafted datasets forcing all items to be stored in the leaf layer and thereby de-

grading performance. 

Chapter 4 adapted RBSR with non-homomorphic hash functions for G+-trees, which main-

tains the properties of traditional RBSR with homomorphic hash functions and MSTs of 

efficiently detecting malicious agents. Additionally, Gk-trees were introduced that mitigate 

the performance degradation of tree operations caused by maliciously crafted data posted 

on websites that may be stored by Storage Agents. A Gk+-tree instantiation equip Storage 

Agents with a data structure robust against malicious data collected from websites. 

6.2 Broader Implications 

The solutions presented in this thesis satisfy the reliability, efficiency, and security de-

mands of a Storage Agent as outlined in Section 1.2 and offer a robust approach to data 

management in a Research Agent Service (RAS) where byzantine behavior can occur. By 

introducing Gk-trees, formally defining G+-trees, and providing an inserting and updating 

algorithm for it as well as reconciliation algorithms with non-homomorphic hashing, the 

proposed data structures support memory-efficient, concurrent, and history-independent 

operations. These properties enable Storage Agents to maintain a strongly eventually 

consistent replicated database despite resource constraints and adversarial conditions. 

Moreover, the combination of high-performance retrieval structures and robust synchroni-

zation techniques facilitates a scalable and secure Storage Agent within a RAS that man-

age large-scale textual data effectively. 

6.3 Limitations 

While the thesis has made significant theoretical contributions, several limitations remain. 

The derived upper bounds for Gk-tree height are a conservative bound and in practice 
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even be lower. It requires further validation and optimization in practical implementations. 

Additionally, the solutions provided for algorithms, as well as the designs for independent 

vector indices and synchronization indices, are purely theoretical and require practical 

implementation and evaluation. The Range-Based Set Reconciliation (RBSR) method for 

non-homomorphic hash functions introduces a memory complexity of 𝑂(log(𝑛)) for arbi-

trary range computations, which is less efficient than the 𝑂(1) complexity achievable with 

homomorphic hash functions. The traditional RBSR algorithm, however, is only applicable 

to binary search trees, which store not more than one item per node. MSTs on the other 

hand do not require on-demand fingerprint computation, as their set reconciliation method 

does only compare fixed ranges bound to node sizes. This necessitates a trade-off be-

tween memory efficiency and the potential performance degradation when using Merkle 

Search Trees (MSTs), due to the potentially unbalanced node sizes. 

Moreover, the thesis does not address incentive mechanisms or define explicit Key Per-

formance Indicators (KPIs) and measurement techniques to reward agents for their con-

tributions. This leaves the incentivization and performance evaluation of agents as an 

open question for future research. Furthermore, the validation of collected website data for 

truthfulness was not explored, which may lead to potential inaccuracies or misinformation 

within the dataset. Addressing these limitations would be a significant contribution in a 

future implementation, which would be a property realizing the full potential of a modular 

decentralized RAS on the OLAS protocol. 

6.4 Future Work 

Future research should address several open challenges and areas for improvement to 

further strengthen the Research Agent Service (RAS) architecture. Firstly, defining an 

iterative deletion algorithm for G+-trees is necessary to complement the existing insertion 

algorithm and support dynamic dataset updates. Additionally, an iterative RBSR algorithm 

using homomorphic hash functions may be developed for search trees that store more 

than one item per node, as existing solutions are limited to binary search trees. This would 

enable more efficient reconciliation processes and allow for arbitrary range computations 

on G+-trees with memory consumption of 𝑂(1). However, this would increase the storage 

required for the entire tree on disk due to higher digest lengths of homomorphic hash 

functions. Therefore, set reconciliation remains a topic of trade-offs between computation 

time and storage. 

Defining specific KPIs and measurement techniques to incentivize and reward Storage 

Agents is another task that must be done before a future implementation. These metrics 

provide a clear model for evaluating agent performance and ensuring reliable agent be-

haviour within the RAS. Furthermore, the scalability of RBSR protocols and pairwise syn-

chronization techniques should be evaluated in high data update environments to ensure 

robustness and efficiency in online search scenarios. 
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Another direction for future work involves investigating efficient methods for maintaining 

and transferring data between G+-trees and the SPFresh vector index. This integration is 

a key component, especially in highly dynamic data scenarios with frequent updates and 

must guarantee a seamless interaction between synchronization and retrieval systems, 

optimizing the overall performance of the RAS. Additionally, validation methods should be 

explored for website data to determine the truthfulness of web content, thereby reducing 

the spread of misinformation or fake news by autonomous agents that leverage the RAS 

for Retrieval-Augmented Generation (RAG). 

Exploring how to shard the database among Storage Agents and relay search queries to 

corresponding agents that hold the relevant data in their vector indices is another direction 

for future work. This would require efficient query routing mechanisms to be developed for 

such a decentralized setup and ensuring that shards remain synchronized while minimiz-

ing query response times and balancing workload among Storage Agents. 

Finally, the development of a connected network on top of the Agent Communication 

Network (ACN) could allow for broadcasting updates. Combining this with pairwise syn-

chronization may lead to faster consistency across Storage Agent datasets. However, this 

would require careful consideration of bandwidth usage, as agents might receive updates 

multiple times leading to unnecessary network traffic. These trade-offs must be balanced 

to ensure an efficient and reliable network. 

6.5 Final Remarks 

This thesis demonstrates the potential of decentralized agent economies for handling 

complex computational and security challenges involved in maintaining large-scale repli-

cated databases. By proposing innovative adaptations of existing data structures and syn-

chronization techniques, it provides a strong foundation for the future development of de-

centralized autonomous agents individually contributing to a global RAS. The results show 

a potential not only to improve the OLAS protocol but also to benefit a wide range of ap-

plications that leverage distributed networks and artificial intelligence. 

 



Conclusion   

 

References 

aiomen.eth.limo. (n.p.). Prediction Market Platform. aiomen.eth.limo 

Autonolas DAO, & Valory AG. (2023). Autonolas Whitepaper. 

https://olas.network/documents/whitepaper/Whitepaper%20v1.0.pdf 

Auvolat, A., & Taiani, F. (2019). Merkle Search Trees: Efficient State-Based CRDTs in 

Open Networks. In 2019 IEEE 38th International Symposium on Reliable Distribut-

ed Systems: Srds 2019 : Lyon, France : 1-4 October 2019 : Proceedings (pp. 221–

22109). IEEE. https://doi.org/10.1109/SRDS47363.2019.00032 

Babenko, A., & Lempitsky, V. (2017). Product Split Trees. In 30th IEEE Conference on 

Computer Vision and Pattern Recognition: Cvpr 2017 : 21-26 July 2016, Honolulu, 

Hawaii : Proceedings (pp. 6316–6324). IEEE. 

https://doi.org/10.1109/CVPR.2017.669 

Banerjee, A., & Ghosh, J. (2006). Scalable Clustering Algorithms with Balancing Con-

straints. Data Mining and Knowledge Discovery, 13(3), 365–395. 

https://doi.org/10.1007/s10618-006-0040-z 

Barker, E. (2020). Recommendation for Key Management: Part 1 - General (NIST Special 

Publication 800-57 Part 1). https://csrc.nist.gov/pubs/sp/800/57/pt1/r5/final 

https://doi.org/10.6028/NIST.SP.800-57pt1r5 

Bayer, R., & McCreight, E. (1970). Organization and maintenance of large ordered indi-

ces. In E. F. Codd (Ed.), Proceedings of the 1970 ACM SIGFIDET (now SIGMOD) 

Workshop on Data Description, Access and Control - SIGFIDET '70 (p. 107). ACM 

Press. https://doi.org/10.1145/1734663.1734671 

Bellavitis, C., Fisch, C., & Momtaz, P. P. (2023). The rise of decentralized autonomous 

organizations (DAOs): a first empirical glimpse. Venture Capital, 25(2), 187–203. 

Bengio, Y., Russel, S., & Musk, E. (2023). Pause Giant AI Experiments: An Open Letter. 

https://futureoflife.org/open-letter/pause-giant-ai-experiments/ 

Bond, A., & Gasser, L. (1988). Readings in distributed artificial intelligence (1st edition). 

Morgan Kaufmann Publishers, Inc. https://learning.oreilly.com/library/view/-

/9781483214443/?ar  



72  Conclusion 

 

Burrell, J. (2016). How the machine ‘thinks’: Understanding opacity in machine learning 

algorithms. Big Data & Society, 3(1), 205395171562251. 

https://doi.org/10.1177/2053951715622512 

Cachin, C., Guerraoui, R., & Rodrigues, L. (2011). Introduction to Reliable and Secure 

Distributed Programming (2. 2nd ed. 2011). Springer Berlin Heidelberg. http://nbn-

resolving.org/urn:nbn:de:bsz:31-epflicht-1511834 https://doi.org/10.1007/978-3-

642-15260-3 

Chen, Q., Wang, H., Li, M., Ren, G., Li, S., Zhu, J., Li, J [Jason], Liu, C., Zhang, L., & 

Wang, J. (2018). SPTAG: A library for fast approximate nearest neighbor search. 

https://github.com/Microsoft/SPTAG 

Chen, Q., Zhao, B., Wang, H., Li, M., Liu, C., Li, Z., Yang, M., & Wang, J. (2021). SPANN: 

Highly-efficient Billion-scale Approximate Nearest Neighbor Search. NeurIPS 

2021. https://www.microsoft.com/en-us/research/publication/spann-highly-efficient-

billion-scale-approximate-nearest-neighbor-search/ 

Chugh, T., Tyagi, K., Seth, R., & Srinivasan, P. (2023). Intelligent agents driven data ana-

lytics using Large Language Models. In 2023 International Conference on Artificial 

Intelligence, Blockchain, Cloud Computing, and Data Analytics (ICoABCD) 

(pp. 152–157). IEEE. https://doi.org/10.1109/ICoABCD59879.2023.10390973 

Comer, D. (1979). Ubiquitous B-Tree. ACM Computing Surveys, 11(2), 121–137. 

https://doi.org/10.1145/356770.356776 

Dang, Q. H. (2012). Recommendation for applications using approved hash algorithms. 

https://doi.org/10.6028/NIST.SP.800-107r1 

Dastani, M., & Sichman, J. S. (2024). Proceedings of the 23rd International Conference 

on Autonomous Agents and Multiagent Systems. ACM Conferences. International 

Foundation for Autonomous Agents and Multiagent Systems. 

https://dl.acm.org/action/showBook?doi=10.5555/3635637 

https://doi.org/10.5555/3635637 

Dekking, M., Kraaikamp, C., Lopuhaä, H. P., & Meester, L. E. (2005). A Modern Introduc-

tion to Probability and Statistics: Understanding Why and How. SpringerLink 

Bücher. Springer London. https://doi.org/10.1007/1-84628-168-7 

Demers, A., Greene, D., Hauser, C., Irish, W., & Larson, J. (1987). Epidemic algorithms 

for replicated database maintenance. In F. B. Schneider (Ed.), Proceedings of the 

sixth annual ACM Symposium on Principles of distributed computing - PODC '87 

(pp. 1–12). ACM Press. https://doi.org/10.1145/41840.41841 

Ethereum.org. (2024). Ethereum Whitepaper. https://ethereum.org/de/whitepaper/ 



Conclusion   

 

Farmer, C., & Meyer, A. (2024). Geometric Search Trees. https://g-trees.github.io/g_trees/ 

Free Software Foundation. (2007). GNU General Public License. 

https://www.gnu.org/licenses/gpl-3.0.txt 

Golovin, D. (2010, May 5). The B-Skip-List: A Simpler Uniquely Represented Alternative 

to B-Trees. http://arxiv.org/pdf/1005.0662  

Google LLC (n.p.). Custom Search JSON API. https://developers.google.com/custom-

search/v1/overview?hl=de 

Gourgaris, P., & Makris, C. (2015). A Density Based k-Means Initialization Scheme. In L. 

Iliadis (Ed.), ACM Digital Library, Proceedings of the 16th International Conference 

on Engineering Applications of Neural Networks (INNS) (pp. 1–9). ACM. 

https://doi.org/10.1145/2797143.2797173 

Hassan, S., & Filippi, P. de (2021). Decentralized Autonomous Organization. Internet Pol-

icy Review, 10(2). https://policyreview.info/glossary/DAO 

Hehemann, J. (2024a). Autonolas Registry. 

https://registry.olas.network/ethereum/services/26 

Hehemann, J. (2024b). GitHub - jhehemann/researcher at develop. 

https://github.com/jhehemann/researcher/tree/develop 

Indyk, P., & Motwani, R. (1998). Approximate nearest neighbors. In J. Vitter (Ed.), Pro-

ceedings of the Thirtieth Annual ACM Symposium on Theory of Computing: Dal-

las, Texas, May 23 - 26, 1998 (pp. 604–613). ACM Press. 

https://doi.org/10.1145/276698.276876 

IPFS. (n.d.). An open system to manage data without a central server | IPFS. Retrieved 

December 31, 2024, from https://ipfs.tech/ 

Jégou, H., Douze, M., & Schmid, C. (2011). Product quantization for nearest neighbor 

search. IEEE Transactions on Pattern Analysis and Machine Intelligence, 33(1), 

117–128. https://doi.org/10.1109/TPAMI.2010.57 

K. Fukunaga, & P. Narendra (1975). A Branch and Bound Algorithm for Computing k-

Nearest Neighbors. IEEE Transactions on Computers. 

https://www.semanticscholar.org/paper/A-Branch-and-Bound-Algorithm-for-

Computing-Fukunaga-Narendra/72713a8e1e0fe291b28513dee97596690f4e1376 

Karpukhin, V., Oguz, B., Min, S., Lewis, P., Wu, L., Edunov, S., Chen, D., & Yih, W. 

(2020). Dense Passage Retrieval for Open-Domain Question Answering. Proceed-

ings of the 2020 Conference on Empirical Methods in Natural Language Pro-

cessing (EMNLP), 6769–6781. https://doi.org/10.18653/v1/2020.emnlp-main.550 



74  Conclusion 

 

Krogh, G. von, & Hippel, E. von (2003). Special issue on open source software develop-

ment. Research Policy, 32(7), 1149–1157. https://doi.org/10.1016/S0048-

7333(03)00054-4 

Lewis, P., Perez, E., Piktus, A., Petroni, F., Karpukhin, Vladimir, Goyal, Naman, Küt-

tler, H., Lewis, M., Yih, W., Rocktäschel, T., Riedel, S., & Kiela, D. (2020). Retriev-

al-augmented generation for knowledge-intensive NLP tasks. In H. Larochelle 

(Ed.), Advances in neural information processing systems: Vol. 33. 34th Confer-

ence on Neural Information Processing Systems (NeurIPS 2020): Online, 6-12 

December 2020 (pp. 9459–9474). Curran Associates Inc. 

https://dl.acm.org/doi/epdf/10.5555/3495724.3496517 

Liu, H., Huang, Z., Chen, Q., Li, M., Fu, Y., & Zhang, L. (2018). Fast Clustering with Flexi-

ble Balance Constraints. In N. Abe (Ed.), 2018 IEEE International Conference on 

Big Data: Dec 10-Dec 13, 2018, Seattle, WA, USA : Proceedings (pp. 743–750). 

IEEE. https://doi.org/10.1109/BigData.2018.8621917 

Lloyd, S. (1982). Least squares quantization in PCM. IEEE Transactions on Information 

Theory, 28(2), 129–137. https://doi.org/10.1109/TIT.1982.1056489 

Love, E. R. (1980). 64.4 Some logarithm inequalities. The Mathematical Gazette, 64(427), 

55–57. https://doi.org/10.2307/3615890 

MacQueen, J. (1967). Some methods for classification and analysis of multivariate obser-

vations. In L. M. Le Cam & J. Neyman (Eds.), Proceedings of the Fifth Berkeley 

Symposium on Mathematical Statistics and Probability, Volume 1: Statistics (Vol. 

5.1, pp. 281–298). University of California Press. 

https://projecteuclid.org/ebooks/berkeley-symposium-on-mathematical-statistics-

and-probability/Proceedings-of-the-Fifth-Berkeley-Symposium-on-Mathematical-

Statistics-and/chapter/Some-methods-for-classification-and-analysis-of-

multivariate-observations/bsmsp/1200512992 

Maitin-Shepard, J., Tibouchi, M., & Aranha, D. (2016, January 25). Elliptic Curve Multiset 

Hash. http://arxiv.org/pdf/1601.06502  

Malkov, Y. A., & Yashunin, D. A. (2020). Efficient and Robust Approximate Nearest 

Neighbor Search Using Hierarchical Navigable Small World Graphs. IEEE Trans-

actions on Pattern Analysis and Machine Intelligence, 42(4), 824–836. 

https://doi.org/10.1109/TPAMI.2018.2889473 

Malkov, Y., Ponomarenko, A., Logvinov, A., & Krylov, V. (2014). Approximate nearest 

neighbor algorithm based on navigable small world graphs. Information Systems, 

45, 61–68. https://doi.org/10.1016/j.is.2013.10.006 



Conclusion   

 

Menezes, A. J., van Oorschot, P. C., & Vanstone, S. (1996). Handbook of Applied Cryp-

tography. Cybersecurity and Privacy Institute. https://cacr.uwaterloo.ca/hac/  

Meyer, A. (2023). Range-Based Set Reconciliation. In D. Widhalm (Ed.), 2023 42nd Inter-

national Symposium on Reliable Distributed Systems: Srds 2023 : Marrakesh, Mo-

rocco, 25-29 September 2023 : Proceedings (pp. 59–69). IEEE. 

https://doi.org/10.1109/SRDS60354.2023.00016 

Meyer, A., & Scherer, K. (2024). Range-Based Set Reconciliation Without Homomorphic 

Hashing (unpubulished).  

Mihajloska, H., Gligoroski, D., & Samardjiska, S. (2016). Reviving the Idea of Incremental 

Cryptography for the Zettabyte Era Use Case: Incremental Hash Functions Based 

on SHA-3. In J. Camenisch & D. Kesdoğan (Eds.), Lecture notes in computer sci-

ence Security and cryptology: Vol. 9591. Open problems in network security (Vol. 

9591, pp. 97–111). Springer. https://doi.org/10.1007/978-3-319-39028-4_8 

Moscatiello, M., Minarsch, D., Galindo, D., Lebedev Andrey, Kuperman, A., Oaksprout the 

Tan, & Welsh Gemma. (n.d.). Olas Staking & Proof of Active Agent: A mechanism 

to spawn autonomous AI agent economies. Retrieved July 24, 2024, from 

https://staking.olas.network/poaa-whitepaper.pdf 

Muja, M., & Lowe, D. G. (2014). Scalable Nearest Neighbor Algorithms for High Dimen-

sional Data. IEEE Transactions on Pattern Analysis and Machine Intelligence, 

36(11), 2227–2240. https://doi.org/10.1109/TPAMI.2014.2321376 

Nakamoto, S. (2008). Bitcoin: A Peer-to-Peer Electronic Cash System.  

Neelakantan, A., Xu, T., Puri, R., Radford, A., Han, J. M., Tworek, J., Yuan, Q., Tezak, N., 

Kim, J. W., Hallacy, C., Heidecke, J., Shyam, P., Power, B., Nekoul, T. E., 

Sastry, G., Krueger, G., Schnurr, D., Such, F. P., Hsu, K., . . . Weng, L. (2022, 

January 25). Text and Code Embeddings by Contrastive Pre-Training. 

http://arxiv.org/pdf/2201.10005  

OpenAI. (n.d.). Vector embeddings. Retrieved December 31, 2024, from 

https://platform.openai.com/docs/guides/embeddings 

OpenAI. (2024a). Introducing ChatGPT search: Get fast, timely answers with links to rele-

vant web sources. https://openai.com/index/introducing-chatgpt-search/ 

OpenAI. (2024b). Models. https://platform.openai.com/docs/models/models 

Pasquale, F. (2015). The Black Box Society: The Secret Algorithms That Control Money 

and Information. Harvard University Press. 

https://doi.org/10.4159/harvard.9780674736061 



76  Conclusion 

 

Qianxi Zhang, Shuotao Xu, Qi Chen, Guoxin Sui, Jiadong Xie, Zhizhen Cai, Yaoqi Chen, 

Yinxuan He, Yuqing Yang, Fan Yang, Mao Yang, & Lidong Zhou (2023). Vbase: 

Unifying Online Vector Similarity Search and Relational Queries via Relaxed Mon-

otonicity. In Proceedings of the 17th USENIX Symposium on Operating Systems 

Design and Implementation (OSDI '23): July 10-12, 2023, Boston, MA, USA 

(pp. 377–395). USENIX Association. 

https://www.usenix.org/conference/osdi23/presentation/zhang-qianxi 

Rahmani, L., Minarsch, D., & Ward, J. (2021). Peer-to-peer Autonomous Agent Commu-

nication Network. Proceedings of the 20th International Conference on Autono-

mous Agents and MultiAgent Systems(AAMAS '21), 1037–1045. 

Ramos, & Juan (2003). Using TF-IDF to Determine Word Relevance in Document Que-

ries. 

https://citeseerx.ist.psu.edu/document?repid=rep1&type=pdf&doi=b3bf6373ff41a1

15197cb5b30e57830c16130c2c 

Robertson, S. E., & Walker, S. (1994). Some Simple Effective Approximations to the 2-

Poisson Model for Probabilistic Weighted Retrieval. In B. W. Croft & C. J. Rijsber-

gen (Eds.), Sigir ’94: Proceedings of the Seventeenth Annual International ACM-

SIGIR Conference on Research and Development in Information Retrieval, organ-

ised by Dublin City University (pp. 232–241). Springer London. 

https://doi.org/10.1007/978-1-4471-2099-5_24 

Shapiro, M., Preguiça, N., Baquero, C., & Zawirski, M. (2011a). A comprehensive study of 

Convergent and Commutative Replicated Data Types: [research Report] (inria-

00555588). Inria – Centre Paris-Rocquencourt INRIA. 

https://inria.hal.science/inria-00555588/en  

Shapiro, M., Preguiça, N., Baquero, C., & Zawirski, M. (2011b). Conflict-Free Replicated 

Data Types. In X. Défago, F. Petit, & V. Villain (Eds.), Lecture Notes in Computer 

Science / Theoretical Computer Science and General Issues: Vol. 6976. Stabiliza-

tion, safety, and security of distributed systems: 13th international symposium, 

SSS 2011, Grenoble, France, October 10-12, 2011 ; proceedings (Vol. 6976, 

pp. 386–400). Springer. https://doi.org/10.1007/978-3-642-24550-3_29 

Singh, A., Subramanya, S. J., Krishnaswamy, R., & Simhadri, H. V. (2021). 

FreshDiskANN: A Fast and Accurate Graph-Based ANN Index for Streaming Simi-

larity Search. https://arxiv.org/pdf/2105.09613 

Snyder, L. (1977). On uniquely represented data strauctures. In 18th Annual Symposium 

on Foundations of Computer Science (sfcs 1977) (pp. 142–146). IEEE. 

https://doi.org/10.1109/SFCS.1977.22 



Conclusion   

 

Subramanya, S. J., Devvrit, F., Simhadri, H. V., Krishnawamy, R., & Kadekodi, R. (2019). 

DiskANN: Fast Accurate Billion-point Nearest Neighbor Search on a Single Node. 

In H. M. Wallach, H. Larochelle, A. Beygelzimer, F. d'Alche-Buc, & E. B. Fox 

(Chairs), NIPS'19: 33rd International Conference on Neural Information Processing 

Systems. Symposium conducted at the meeting of Curran Associates Inc., Van-

couver BC Canada. 

https://proceedings.neurips.cc/paper_files/paper/2019/file/09853c7fb1d3f8ee67a6

1b6bf4a7f8e6-Paper.pdf 

Szabo, N. (1994). Smart Contracts. 

https://www.fon.hum.uva.nl/rob/Courses/InformationInSpeech/CDROM/Literature/L

OTwinterschool2006/szabo.best.vwh.net/smart.contracts.html  

University of Wisconsin-Madison. (2005). Introduction to Trees. 

https://pages.cs.wisc.edu/~vernon/cs367/notes/8.TREES.html 

Valory. (2024). Staker Expeditions: Alpine - Scaling New Heights in the Olas Ecosystem. 

https://www.valory.xyz/post/alpine 

Wei, J., Wang, X., Schuurmans, D., Bosma, M., Ichter, B., Xia, F., Chi, E. H., Le, Q. V., & 

Zhou, D. (2024). Chain-of-thought prompting elicits reasoning in large language 

models. NIPS '22, Article 1800, 24824–24837. 

https://proceedings.neurips.cc/paper_files/paper/2022/file/9d5609613524ecf4f15af

0f7b31abca4-Paper-Conference.pdf 

Wooldridge, M. J. (2009). An introduction to multiagent systems (1. publ., 2. ed.). Wiley.  

Xiao, W., Zhan, Y., Xi, R., Hou, M., & Liao, J. (2024, July 10). Enhancing HNSW Index for 

Real-Time Updates: Addressing Unreachable Points and Performance Degrada-

tion. http://arxiv.org/pdf/2407.07871  

Xiong, H., Wu, J., & Chen, J. (2009). K-means clustering versus validation measures: A 

data-distribution perspective. IEEE Transactions on Systems, Man, and Cybernet-

ics. Part B, Cybernetics : A Publication of the IEEE Systems, Man, and Cybernet-

ics Society, 39(2), 318–331. https://doi.org/10.1109/TSMCB.2008.2004559 

Xu, Y., Liang, H., Li, J [Jin], Xu, S., Chen, Q., Zhang, Q., Li, C., Yang, Z., Yang, F., 

Yang, Y., Cheng, P., & Yang, M. (2023). SPFresh: Incremental In-Place Update for 

Billion-Scale Vector Search. In P. Druschel, A. Kaufmann, J. Mace, J. Flinn, & M. 

Seltzer (Eds.), Proceedings of the 29th Symposium on Operating Systems Princi-

ples (pp. 545–561). ACM. https://doi.org/10.1145/3600006.3613166 

Yang, W., Li, T., Fang, G., & Wei, H. (2020). Pase: Postgresql Ultra-High-Dimensional 

Approximate Nearest Neighbor Search Extension. In D. Maier (Ed.), ACM Digital 

Library, Proceedings of the 2020 ACM SIGMOD International Conference on 



78  Conclusion 

 

Management of Data (pp. 2241–2253). Association for Computing Machinery. 

https://doi.org/10.1145/3318464.3386131 

Yianilos, P. N. (1993). Data structures and algorithms for nearest neighbor search in gen-

eral metric spaces. In Society for Industrial and Applied Mathematics (Ed.), Pro-

ceedings of the fourth annual ACM-SIAM Symposium on Discrete Algorithms. So-

ciety for Industrial and Applied Mathematics. 

https://www.semanticscholar.org/paper/Data-structures-and-algorithms-for-

nearest-neighbor-Yianilos/8b0d6d2e43a2c6b9e463845b5ebdab4a62236d66 
  



Selbstständigkeitserklärung   

 

Selbstständigkeitserklärung 

Hiermit erkläre ich, dass ich die vorliegende Arbeit selbstständig und nur unter Verwen-

dung der angegebenen Literatur und Hilfsmittel angefertigt habe.  

Stellen, die wörtlich oder sinngemäß aus Quellen entnommen wurden, sind als solche 

kenntlich gemacht.  

Diese Arbeit wurde in gleicher oder ähnlicher Form noch keiner anderen Prüfungsbehörde 

vorgelegt. 

 

Osnabrück, den 31.12.2024 

 

Jannik Hehemann 

 




